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Preface to the Second Edition

The publication of the first edition of
MATLAB for Neuroscientists was met with
a reception that far exceeded our expecta-
tions, vindicating our intuition that there
was an urgent need for such a text. Cynical
voices often suggest that a new edition of
a textbook is primarily designed to enrich
the publisher. Not so in this case. While the
first edition was widely adopted as a text-
book as well as by individual students and
investigators, several developments made
it prudent to consider a second edition.
First, neuroscience itself has changed, e.g.,
there is now an increased interest in
the exploration of LFP signals. Second,
MATLAB® has evolved, e.g., through the
introduction of parallel computing environ-
ments. Finally, and most importantly, we
received copious feedback in response to
the first edition. For example, there was an
overwhelming consensus that the book
would benefit from an increased number of
basic tutorials in the front matter. Taken
together, all of this suggested to us that
it might be time for an update. Deciding
to release a second edition afforded us the
opportunity to address these issues, and
also to improve upon the first version in
other ways. For instance, we were now able
to introduce full-color figures throughout
the book, something which we think will
improve its usability considerably, given
that data visualization is one of MATLAB's
greatest strengths.

One thing that has not changed in the
second edition is our philosophy of and
focus on trying to foster behavioral change.

XV

Unless a book somehow leads to a change in
behavior (that is, the way you go about
doing things), it is very likely that you will
forget what you read. We know; it happened
to us countless times. Sometimes, the only
thing one remembers about a book is that
one read it, but nothing else. That's not what
this book is about. This book is about creat-
ing lasting behavioral change, specifically
allowing you to use MATLAB more effec-
tively, which in turn will (hopefully) make
your research more productive. This requires
more than just reading. It requires interaction
with the content on a deep level. Thus, we
tried to frame the content of this book to
maximize the probability of meaningful
engagement with the material.

The unbroken popularity of MATLAB
among the neurosciences underscores the
need for an accessible and up-to-date guide
to its use. We hope that we succeeded in our
intention to fulfill this need.

Many people helped us in our attempt
to do so, and we thank them here. In addi-
tion to all the people we thanked in the first
edition (on which this second edition is
based), we also would like to thank April
Graham, Mica Haley, Melissa Walker, and
Greg Harris as well as Caroline Johnson and
Melinda Rankin for their almost inexhaust-
ible patience, kindness, and support; Donald
McLaren for helping us with the neuroimag-
ing chapter; and Qian Cheng for educational
advice.

Finally, we also—and in particular—
would like to thank our students and col-
leagues for feedback on the first edition.
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In a sense, experts are the last people
who should write a book like this. By their
very experthood, they are often incapable
of appreciating what would be helpful to
someone who is not an expert and is just
beginning to build cognitive structures in
this domain. Therefore, feedback is abso-
lutely crucial to give the experts information

on how to make these materials more
accessible to nonexperts. In a sense, writing a
book like this teaches the authors—through
feedback—how to write a book like this. And
thus, the circle is complete.

The authors



Preface to the First Edition

I hear and I forget.
I see and I remember.
I do and I understand.
Confucius’

The creation of this book stems from a set
of courses offered over the past several years
in quantitative neuroscience, particularly
within the graduate program in computa-
tional neuroscience at the University of
Chicago. This program started in 2001 and is
one of the few programs focused on compu-
tational neuroscience with a complete curric-
ulum including courses in cellular, systems,
behavioral, and cognitive neuroscience;
neuronal modeling; and mathematical foun-
dations in computational neuroscience. Many
of these courses include not only lectures
but also lab sessions in which students get
hands-on experience using the MATLAB®
software to solve various neuroscientific
problems.

The content of our book is oriented along
the philosophy of using MATLAB as a com-
prehensive platform that spans the entire
cycle of experimental neuroscience: stimulus
generation, data collection and experimental
control, data analysis, and finally data model-
ing. We realize that this approach is not
universally followed. Quite a number of labs

use different—and specialized—software for
stimulus generation, data collection, data
analysis, and data modeling, respectively.
Although this alternative is a feasible
strategy, it does introduce a number of
problems: namely, the need to convert data
between different platforms and formats
and to keep up with a wide range of soft-
ware packages as well as the need to learn
ever-new specialized home-cooked “local”
software when entering a new lab. As we
have realized in our own professional life
as scientists, these obstacles can be far
from trivial, constitute a significant detri-
ment to productivity and are the root cause
of many a conniption.

We also believe that our comprehensive
MATLAB “strategy” makes particular sense
for educational purposes, as it empowers
users to progressively solve a wide variety
of computational problems and challenges
within a single programming environment.
It has the added advantage of an elegant
progression within the problem space.
Our experience in teaching has led us to
this approach that focuses on the inherent
structure of MATLAB not as a computer
programming language, but rather as a tool
for solving problems within neuroscience.
In addition, it is well founded in our current

'In the West, this quote is commonly attributed to Confucius. However, in China itself, it is often pointed
out (and it has been brought to our attention by Qian Cheng) that a very similar saying goes back to the
Chinese philosopher Xunzi. While there is some controversy regarding whether similar sayings originated
multiple times, there is no question that Confucius is a quote magnet. In the case of Einstein, this has been
modeled. If current trends continue, it is not unlikely that over time, all quotes will be attributed to him.
Be that as it may, we find the saying to be truthful, regardless of its source. It is an attempt at attribution,

not an implicit argument from authority.
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understanding of the learning process.
Constant use of the information forces
the repeated retrieval of the introduced con-
cepts, which—in turn—facilitates learning
(Karpicke and Roediger, 2008).

The book is structured in four parts, each
with several chapters. The first part serves
as a brief introduction to some of the most
commonly used functions of the MATLAB
software, as well as to basic programming
in MATLAB. Users who are already familiar
with MATLAB may skip it. It serves the
important purpose of a friendly invitation to
the power of the MATLAB environment.
It is elementary insofar as it is necessary
to have mastered the content within before
progressing any further. Later parts focus
on the use of MATLAB to solve computa-
tional problems in neuroscience. The second
part focuses on MATLAB as a tool for the
collection of data. For the sake of generality,
we focus on the collection of data from
human subjects in these chapters, although
the user can easily adapt them for the col-
lection of animal data as well. The third
part focuses on MATLAB as a tool for data
analysis and graphing. This part forms the
core of the book, as this is also how
MATLAB is most commonly used. In par-
ticular, we explore the analysis of a variety
of datasets, including “real” data from
electrophysiology as well as neuroimaging.
The fourth part focuses on data modeling
with MATLAB, and appendices address
the philosophy of MATLAB as well as the
underlying mathematics. Each chapter
begins with the goals of the chapter and a
brief background of the problem of interest
(neuroscientific or psychological), followed
by an introduction to the MATLAB con-
cepts necessary to address the problem by
breaking it down into smaller parts and
providing sample code. You are invited to
modify, expand, and improvise on these
examples in a set of exercises. Finally, a

project is assigned at the end of the chapter
which requires integrating the parts into a
coherent whole. Based on our experience,
we believe that these chapters can serve
as self-contained “lab” components of a
course if this book is used in the context
of teaching.

In essence, we strived to write the book
that we wished to have had when first
learning MATLAB ourselves, as well as the
book that we would have liked to have had
when teaching MATLAB to our students in
the past. Our hope is that this is the very
book you are holding in your hands right
now.

We could have not written this book
without the continuous support of a large
number of friends. First and foremost,
we would like to thank our families for their
kind support, their endless patience, as well
as their untiring encouragement. We also
would like to extend thanks to our students
who provided the initial impetus for this
undertaking as well as for providing con-
stant feedback on previous versions of our
manuscript. Steve Shevell deserves thanks
for suggesting that the project is worth
pursuing in the first place. In addition, we
would like to thank everyone at Elsevier
who was involved in the production and
development of this book—in particular our
various editors, Johannes Menzel, Sarah
Hajduk, Clare Caruana, Christie Jozwiak,
Chuck Hutchinson, Megan Wickline, and
Meg Day—their resourcefulness, profession-
alism and patience really did make a big
difference. Curiously, there was another
Meg involved with this project, specifically
Meg Vulliez from The MathWorks™ book
program. In addition, we would like to
thank Kori Lusignan and Amber Martell for
help with illustrations, and Wim van
Drongelen for advice and guidance in the
early stages of this project. Moreover, we
thank Armen Kherlopian and Gopathy
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Purushothaman, who were kind enough to
provide us with valuable insights through-
out our undertaking. We also would like to
thank Kristine Mosier for providing the
finger-tapping functional magnetic imaging
data that we used in the fMRI lab, and
would like to thank Aaron Suminski for his
help in the post-processing of that data.
Importantly, we thank everyone whom

xiii

we neglected to name explicitly, but who
deserves our praise. Finally, we would
like to thank you, the reader, for your will-
ingness to join us on this exciting journey.
We sincerely hope that we can help you
reach your desired destination.

The authors
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How to Use this Book

A text of a technical nature tends to be
more readily understood if its design prin-
ciples are clear from the very outset. This
is also the case with this book. Hence, we
will use this space to briefly discuss what
we had in mind when writing the chapters.
Hopefully, this will improve usability and
allow you to get most out of the book.

STRUCTURAL AND
CONCEPTUAL
CONSIDERATIONS

A chapter typically begins with a concise
overview of what material will be covered.
Moreover, we usually put the chapter in
the broader context of practical applica-
tions. This brief introduction is followed
by a discussion of the conceptual and theo-
retical background of the topic in question.
The heart of each chapter is a larger section
in which we introduce relevant MATLAB®
functions that allow you to implement
methods or solve problems that tend to
come up in the context of the chapter topic.
This part of the chapter is enriched by
small exercises and suggestions for explora-
tion. We believe that doing the exercises
is imperative to attain a sufficiently deep
understanding of the function in question,
while the suggestions for exploration are
aimed at readers who are particularly inter-
ested in broadening their understanding of
a given function. In this spirit, the exercises

are usually rather specific, while the
suggestions for exploration tend to be of a
rather sweeping nature. This process of
successive introduction and reinforcement
of functions and concepts culminates in a
“project,” a large programming task that
ties all the material covered in the book
together. This will allow you to put the
learned materials to immediate use in a
larger goal, often utilizing “real” experi-
mental data. Finally, we list the MATLAB
functions introduced in the chapter at the
very end. It almost goes without saying
that you will get the most out of this book
if you have a version of MATLAB open and
running while going through the chapters.
That way, you can just try out the functions
we introduce, try out new code, etc.

Hence, we implicitly assumed this to be
the case when writing the book.

Moreover, we made sure that all the
code works when running the latest ver-
sion of MATLAB (currently 8.1). Don't
let this concern you too much, though. The
vast majority of code should work if you
use anything above version 7.7. We did
highlight some important changes where
appropriate.

LAYOUT AND STYLE

The reader can utilize not only the con-
ceptual structure of each chapter as outlined
above, but also profit from the fact that we

Xix



XX HOW TO USE THIS BOOK

systematically encoded information about
the function of different text parts in the
layout and style of the book.

The main text is set in 10/12 Palatino-
Roman. In contrast, executable code is bolded
and offset by >, such as this:

> figure
> subplot(2,2,1)
> image(test_disp)

The idea is to type this text (without the >)
directly into MATLAB. Moreover, func-
tions that are first introduced at this
point are bolded in the text. Exercises
and Suggestions for exploration are set in
italics and separated from the main text by
boxes. When referring to directories, we
alternate between the Mac (using a /
slash) and PC (using a \ backslash) format
of addressing. Please always use the

appropriate  format—slash or  back-

slash—for Mac or PC, respectively.
Equations are set in 10/12 Palatino-

Roman. Sample solutions are in 10/12

Palatino-Bold.

COMPANION WEB SITE

The successful completion of many
chapters of this book depends on addi-
tional material (experimental data, sample
solutions and other supplementary infor-
mation) which is accessible from the web
site that accompanies this book. For exam-
ple, a database of executable code will be
maintained as long as the book is in print.
For information on how to access this
online repository, please see page ii.



CHAPTER

1

Introduction

Neuroscience is at a critical juncture. In the past few decades, the essentially biological
nature of the field has been infused by the tools provided by mathematics. At first, the use
of mathematics was mostly methodological in nature—primarily aiding the analysis of
data. Soon, this influence turned conceptual, framing the very issues that characterize
modern neuroscience today. Naturally, this development has not remained uncontrover-
sial. Some neurobiologists of yore resent what they perceive to be a hostile takeover of the
field, as many quantitative methods applied to neurobiology were pioneered by nonbiolo-
gists with a background in physics, engineering, mathematics, statistics, and computer sci-
ence. Their concerns are not entirely without merit. For example, Hubel and Wiesel (2004)
warn of the faddish nature that the idol of “computation” has taken on, even likening it to
a dangerous disease that has befallen the field that we should overcome quickly in order
to restore its health.

While these concerns are valid to some degree, and while excesses do happen, we
strongly believe that—all in all—the effect of mathematics in the neurosciences has been
very positive. Moreover, we believe that our science is and will continue to be one that is
computational at its very core. The reason for this is that—as pointed out by Konrad Kérding
(http:/ /www.nature.com/news/neuroscience-solving-the-brain-1.13382)—the human brain
produces in 30 seconds as much data as the Hubble Space Telescope has produced in its life-
time. That is a staggering number, given that Hubble has been in operation for well over 23
years and generates more than 100 GB of data each week. Eventually, we will develop experi-
mental methods that will fully tap this wellspring of data. We expect that computational
methods to tackle this data will be developed in parallel. Put differently, not only is a compu-
tational perspective on neuroscience here to stay, we are likely only at the very beginning of
this process. Historically, this notion stems in part from the influence that cognitive psychol-
ogy has had in the study of the mind. Cognitive psychology and cognitive science—more
generally—posited that the mind and, by extension, the brain should be viewed as informa-
tion processing devices that receive inputs and transform these inputs into intermediate
representations that ultimately generate observable outputs. At the same time that cognitive
science was taking hold in psychology in the 1950s and 1960s, computer science was develop-
ing beyond mere number crunching and considering the possibility that intelligence could be

MATLAB® for Newroscientists. 3
DOI: http://dx.doi.org/10.1016/B978-0-12-383836-0.00001-1 © 2014 Elsevier Inc. All rights reserved.
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4 1. INTRODUCTION

modeled computationally, leading to the birth of artificial intelligence. The information pro-
cessing perspective, in turn, ultimately influenced the study of the brain, and is best exempli-
fied by an influential book by David Marr titled Vision, published in 1982. In that book, Marr
proposed that vision and, more generally, the brain should be studied at three levels of analy-
sis: the computational, algorithmic, and implementational levels. The challenge at the compu-
tational level is to determine what computational problem a neuron, neural circuit, or part of
the brain is solving. The algorithmic level identifies the inputs, the outputs, their representa-
tional format, and the algorithm that takes the input representation and transforms it into an
output representation. Finally, the implementational level identifies the neural “hardware”
and biophysical mechanisms underlying the algorithm that solves the problem. Today this
perspective has permeated not only cognitive neuroscience, but also systems, cellular, and
even molecular neuroscience.

Importantly, such a conceptualization of our field places chief importance on the issues
surrounding scientific computing. For someone to participate in or even appreciate state of
the art debates in modern neuroscience, that person has to be well-versed in the language
of computation. Of course, it is the task of education—if it is to be truly liberal—to enable
students to do so. Yet, this poses a quite formidable challenge. The point of a truly liberal

FIGURE 1.1 The prisoners in Plato’s cave.
Contemporary neuroscientists without pro-
found scientific computing skills are arguably
in a much more desperate situation, even if it
doesn’t feel like it.

I. FUNDAMENTALS



INTRODUCTION 5

education is to free the recipient from the most severe bondage—ignorance and accidents
of birth. The situation is akin to that of the prisoners in Plato’s cave (see Figure 1.1). Those
prisoners are chained to rocks in a cave (in actuality, probably a stone quarry in Syracuse)
and only see the shadows, never the forms. Of course, these prisoners are actually better
off than the ignorant. At least they know that they are prisoners. In contrast, the shackles
of ignorance often seem light, and even quite comfortable. Once freed, the recipient of a
liberal education can walk out of the cave and take part in the life of the mind.

For most students interested in neuroscience, mathematics amounts to what is essen-
tially a foreign language. Similarly, the language of scientific computing is typically as for-
eign to students as it is powerful. The prospects of learning both at the same time can be
daunting and—at times—overwhelming. So what is a student or educator to do? To quote
from Alfred North Whitehead’s Aims of Education essay:

There is only one subject-matter for education, and that is Life in all its manifestations. Instead of this
single unity, we offer children—Algebra, from which nothing follows; Geometry, from which nothing fol-
lows; Science, from which nothing follows; History, from which nothing follows; a Couple of Languages,
never mastered; and lastly, most dreary of all, Literature, represented by plays of Shakespeare, with philo-
logical notes and short analyses of plot and character to be in substance committed to memory.

p- 194

Whitehead makes two points. First, teaching should not be disjointed. It is crucial to
make connections between subjects. Second, teaching “inert ideas” is worse than useless; it
is paralyzing. The tonic is to provide actionable information that allows the pursuit of rele-
vant goals. This will tie the information together and make it come to life.

Immersion has been shown to be a powerful way to learn foreign languages (Genesee,
1985). Hence, it is imperative that students are using these languages as often as possible
when facing a problem in the field. For immersion to work, the learning experience has to
be positive, yielding useful results that solve some real or perceived problem.
Unfortunately, the inherent complexity as well as the seemingly arcane formalisms that
characterize both are usually very off-putting to students, requiring much effort with little
tangible yield and reducing the likelihood of further voluntary immersion.

To break this catch-22, the utility of learning these languages has to be drastically
increased while making the learning process more accessible and manageable at the same
time, even during the learning process itself. As we alluded to previously, this is a tall
order. Fortunately, there is a way out of this conundrum. Recent advances in software as
well as hardware have instantiated scientific computing within the framework of a uniﬁeé9
computational environment. One of these environments is provided by the MATLAB
software. For reasons that will become readily apparent in this book, MATLAB fulfills the
requirements that are necessary to meet and overcome the challenges outlined earlier. In
addition—and partly for these reasons—MATLAB has become the de facto standard of
scientific computing in our field. Stated more strongly, MATLAB really has become the
lingua franca that all serious students of neuroscience are expected to understand in the
very near future, if not already today.

This, in turn, introduces a new—albeit more tractable—problem. How does one teach
MATLAB to a useful level of proficiency without making the study of MATLAB itself an

I. FUNDAMENTALS



6 1. INTRODUCTION

additional problem and simply another chore for students? Overcoming this problem as a
key to reaching the deeper goals of fluency in mathematics and scientific computing is a
crucial goal of this book. We reason that a gentle introduction to MATLAB with a special
emphasis on immediate results will computationally empower you to such a degree that
the practice of MATLAB becomes self-sustaining by the end of the book. We carefully
picked the content such that the result constitutes a confluence of ease (gradually increas-
ing sophistication and complexity) and relevance. We are confident that at the end of the
book you will be at a level where you will be able to venture out on your own, convinced
of the utility of MATLAB as a tool and of your ability to harness this power henceforth.
We have tested the various parts of the contents of this book on our students, and believe
that our approach has been successful. It is our sincere wish and hope that the material
contained will be as beneficial to you as it was to those students.

With this in mind, we would like to outline two additional specific goals of this book.
First, the material covered in the chapters to follow gives a MATLAB perspective on many
topics within computational neuroscience across multiple levels of neuroscientific inquiry
from decision-making and attentional mechanisms to retinal circuits and ion channels. It is
well known that an active engagement with new material facilitates both understanding
and long-time retention of said material. The secondary aim of this book is to acquire pro-
ficiency in programming using MATLAB while going through the chapters. If you are
already proficient in MATLAB, you can go right to the chapters following the tutorial. For
the rest, the tutorial chapter will provide a gentle introduction to the empowering qualities
that the mastery of a language of scientific computing affords.

We take a project-based approach in each chapter so that you will be encouraged to
write a MATLAB program that implements the ideas introduced in the chapter. Each
chapter begins with background information related to a particular neuroscientific or psy-
chological problem, followed by an introduction to the MATLAB concepts necessary to
address that problem with sample code and output included in the text. You are invited to
modify, expand, and improvise on these examples in a set of exercises. Finally, the project
assignment introduced at the end of the chapter requires integrating the exercises. Most of
the projects will involve genuine experimental data that are either collected as part of the
project or were collected through experiments in research labs. In rare cases, we use pub-
lished data from classical papers to illustrate important concepts, giving you a computa-
tional understanding of critically important research.

In addition, solutions to exercises and executable code can be found in the online repos-
itory accompanying this book (booksite.elsevier.com/9780123838360).

Finally, we would like to point out that we are well aware that there is more than one
way to teach—and learn—MATLAB in a reasonably successful and efficient manner. This
book represents a manifestation of our approach; it is the path we chose, for the reasons
we outlined here.

I. FUNDAMENTALS
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CHAPTER

2
MATLAB Tutorial

2.1 GOAL OF THIS CHAPTER

The primary goal of this chapter is to help you to become familiar with the MATLAB®
software, a powerful tool. It is particularly important to familiarize yourself with the user
interface and some basic functionality of MATLAB. To this end, it is worthwhile to at least
work through the examples in this chapter (actually type them in and see what happens).
Of course, it is even more useful to experiment with the principles discussed in this chap-
ter instead of just sticking to the examples. The chapter is set up in such a way that it
encourages you to do this.

If desired, you can work with a partner, although it is advisable to select a partner of
similar skill to avoid frustrations and maximize your learning. Advanced MATLAB users
can skip this tutorial altogether, while the rest are encouraged to start at a point where
they feel comfortable.

The basic structure of this tutorial is as follows: each new concept is introduced through
an example, an exercise, and some suggestions on how to explore the principles that guide
the implementation of the concept in MATLAB. While working through the examples and
exercises is indispensable, taking the suggestions for exploration seriously is also highly
recommended. It has been shown that negative examples are very conducive to learning;
in other words, it is very important to find out what does not work, in addition to what
does work (the examples and exercises will—we hope—work). Since there are infinite
ways in which something might not work, we can’t spell out exceptions explicitly here.
That’s why the suggestions are formulated very broadly.

2.2 PURPOSE AND PHILOSOPHY OF MATLAB

MATLAB is a high-performance programming environment for numerical and technical
applications. The first version was written at the University of New Mexico in the 1970s.
The “MATrix LABoratory” program was created by Cleve Moler to provide a simple and
interactive way to write programs using the Linpack and Eispack libraries of FORTRAN

MATLAB® for Newroscientists. 7
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subroutines for matrix manipulation. MATLAB has since evolved to become an effective
and powerful tool for programming, data visualization and analysis, education, engineer-
ing and research.

The strengths of MATLAB include extensive data handling and graphics capabilities,
powerful programming tools and highly advanced algorithms. Although it specializes
in numerical computation, MATLAB is also capable of performing symbolic computa-
tion by having an interface with Maple (a leading symbolic mathematics computing
environment). Besides fast numerics for linear algebra and the availability of a large
number of domain-specific built-in functions and libraries (e.g., for statistics, optimiza-
tion, image processing, neural networks), another useful feature of MATLAB is its capa-
bility to easily generate various kinds of visualizations of your data and/or simulation
results.

For every MATLAB feature in general, and for graphics in particular, the usefulness
of MATLAB is mainly due to the large number of built-in functions and libraries. The
intention of this tutorial is not to provide a comprehensive coverage of all MATLAB
features but rather to prepare you for your own exploration of its functionality. The
online help system is an immensely powerful tool in explaining the vast collection of
functions and libraries available to you, and should be the most frequently used tool
when programming in MATLAB. Note that this tutorial will not cover any of the func-
tions provided in any of the hundreds of toolboxes, since each toolbox is licensed sepa-
rately. If you have additional toolboxes available to you, we recommend using the
online help system to familiarize yourself with the additional functions provided.
Another tool for help is the Internet. A quick online search will usually bring up
numerous useful web pages designed by other MATLAB users trying to help each other
out. Including on the Mathworks website itself: www.mathworks.com/matlabcentral.

As stated previously, MATLAB is essentially a tool—a sophisticated one, but a tool nev-
ertheless. Used properly, it enables you to express and solve computational and analytic
problems in a wide variety of domains. The MATLAB environment combines computa-
tion, visualization, and programming around the central concept of the matrix. Almost
everything in MATLAB is represented in terms of matrices and matrix-manipulations. If
you would like a refresher on matrix-manipulations, a brief overview of the main linear
algebra concepts needed is given in the next chapter, Chapter 3, “Mathematics and
Statistics Tutorial.” We will start to explore this concept and its power later in this tutorial.
For now, it is important to note that, properly learned, MATLAB will help you get your
job done in a very efficient way. Giving it a serious shot is worth the effort.

2.2.1 Getting Started

You can start MATLAB by simply clicking on the MATLAB icon, the “L-shaped
Membrane” on your desktop or taskbar. The command window will pop up, awaiting
your commands and instructions.

In the context of this tutorial, all commands that are supposed to be typed into the
MATLAB command window, as well as expected MATLAB responses, are typeset in
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bold. The beginnings of these commands are indicated by the >> prompt. Press Enter at
the end of this line, after typing the instructions for MATLAB. All instructions discussed
in this tutorial will be in MATLAB notation, to enhance your familiarity with the
MATLAB environment.

Don’t be afraid as you delve into this new programming world. Help is readily at hand.
Using the command help followed by the name of the command (for example, help save)
in the command window gives you a brief overview on how to use the corresponding
command (i.e., the command/function save). You can also easily access these help files for
functions or commands by highlighting the command for which you need assistance in
either the command window or in an M-file and right-clicking to select the Help on
Selection option. Entering the commands helpwin, helpdesk, or helpbrowser will also
open the MATLAB help browser. Another way of accessing a specific function in the help
browser is to use doc save instead of help save. This accesses the entry of “save” in the
help browser, whereas help outputs the help into the command line.

2.2.2 MATLAB as a Calculator

MATLAB implements and affords all the functionality that you have come to expect
from a fine scientific calculator. While MATLAB can, of course, do much more than that,
this is probably a good place to start. This functionality also demonstrates the basic philos-
ophy behind this tutorial—discussing the principles behind MATLAB by showing how
MATLAB can make your life easier, in this case by replicating the functionality of a scien-
tific calculator.

Elementary mathematical operations: Addition, subtraction, multiplication, division.

These operations are straightforward:

Addition:

>>2+3
ans =
5

Subtraction:
>>7-5

ans =2
Multiplication:

>>17*4
ans =

68
Division:
>>24/7

ans =
3.4286
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Following are some points to note:

1. It doesn’t matter how many spaces are between the numbers and operators, if only
numbers and operators are involved (this does not hold for characters):
>>5+12
ans =
17
2. Of course, operators can be concatenated, making a statement arbitrarily complex:
>>2+3+4—-7*5+8/9+1—5%/3
ans =
—34.1111
3. Parentheses disambiguate statements in the usual way:
>>5+3*8
ans=1
29
>>(5+3)*8
ans=1
64
“Advanced” mathematical operators: Powers, log, exponentials, trigonometry.
Power: x"p is x to the power p:
>>2"3
ans =
8
Natural logarithm: log:
>> log (2.7183)
ans =
1.0000
>> log(1)
ans =
0
Exponential: exp(x) is e
>> exp(1)
ans =
2.7183
Trigonometric functions; for example, sine:
>> sin(0)
ans =
0
>> sin(pi/2)
ans =
1
>> sin(3/2*pi)
ans =
-1
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Note: Many of these operations are dependent on the desired accuracy. Internally,
MATLAB works with 16 significant decimal digits (for floating point numbers—see
Chapter 4, “Programming Tutorial”), but you can determine how many should be dis-
played. You do this by using the format command. The format short command displays 4
digits after the decimal point; format long displays 14 or 15 (depending on the version of

Matlab). Example:

>> log(2.7183)
ans =

1.0000
>> format long
>> log(2.7183)
ans =

1.000006684913988
>> format short
>> log(2.7183)
ans =

1.0000

As an exercise, try to “verify” numerically that x*y = exp(log(x) + log(y)). A possible exam-
ple follows:

>> 5*7
ans =
35
>> exp(log(5) +1og(7))
ans =
35.0000
Hint: Keep track of the number of your parentheses. This practice will come in handy later.
One of the reasons MATLAB is a good calculator is that—on modern machines—it is
very fast and has a remarkable numeric range.
For example:

>>2"500
ans =
3.2734e + 150

Note: e is scientific notation for the number of digits of a number.

x e +y means x*10 "y.
Example:

>> 2e3
ans =

2000
>> 2*10"3
ans =

2000
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Note that in the preceding exercises MATLAB has responded to a command entered by
defining a new variable ans and assigning to it the value of the result of the command.
The variable ans can then be used again:

>> ans + ans
ans =
4000
The variable ans has now been reassigned to the value 4000. We will explore this idea
of variable assignments in more detail in the next section.

EXERCISE 2.1

Try to find the numeric range of MATLAB.  does it return infinity or negative infinity, Inf
For which values of x in 2"x does MATLAB  or — Inf, respectively?
return a numeric value? For which values

2.2.3 Defining Matrices

Of course, MATLAB can do much more than described in the preceding section. A cen-
tral concept in this regard is that of vectors and matrices—arrays of vectors. Vectors and
matrices are designated by square brackets: [ ]. Everything between the brackets is part of
the vector or matrix.

A simple row vector can be defined as follows:

>>1[1 2 3]
ans =
1 2 3

It contains the elements 1, 2, and 3.
A simple matrix can be created as follows:

>>1[2 2 2, 3 3 3]

ans =
2 2 2
3 3 3

This matrix contains two rows and three columns. When you are entering the elements
of the matrix, a semicolon separates rows, whereas spaces separate the columns.
Make sure that all rows have the same number of column elements to avoid errors:

>>1[2 2 2;3 3]
??? Error using = > vertcat
CAT arguments dimensions are not consistent.

In MATLAB, the concept of a variable is closely associated with the concept of matri-
ces. MATLAB stores matrices in variables, and variables typically manifest themselves
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as matrices. Caution: This variable is not the same as a mathematical variable, just a place
in memory.

Assigning a particular matrix to a specific variable is straightforward. In practice, you
do this with the equal operator (=). Following are some examples:

>>a=[1 2 3 4 5]

a=
1 2 3 4 5
>>b=[6 7 8 9]
6 7 8 9

Once in memory, the matrix can be manipulated, recalled, or deleted.
The process of recalling and displaying the contents of the variable is simple. Just type
its name:

>> a
a=

1 2 3 4 5
>>Db
b=

6 7 8 9
Note:

1. Variable names are case-sensitive. Watch out what you assign and recall:
>> A
??? Undefined function or variable 'A'.
In this case, MATLAB—rightfully—complains that there is no such variable, since
you haven't assigned A yet.
2. Variable names can be of almost arbitrary length. Try to assign meaningful variable
names for matrices:
>>uno=[1 1 1,1 1 1,1 1 1]

uno =
111
111
111

>> thismatrixisreallyempty =[ ]
thismatrixisreallyempty =

[]

You can easily create some commonly used matrices by using the functions eye, ones,
zeros, rand, and randn. The function eye(n) will create an nxn identity matrix. The func-
tion ones(n,m) will generate an n by m matrix whose elements are all equal to 1, and the
function zeros(n,m) will generate an n by m matrix whose elements are all equal to 0.
When you leave out the second entry, m, in calling those functions, they will generate
square matrices of either zeros or ones. So, for example, the matrix uno could have been
more easily created using the command uno = ones(3).
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In a similar way, MATLAB will generate matrices of random numbers pulled from a
uniform distribution between 0 and 1 through the rand function, and matrices of random
numbers pulled from a normal distribution with zero mean and a variance of one through
the randn function.

MATLAB uses so-called workspaces to store variables. The command who will allow
you to see which variables are in your workspace, and the command whos will return
additional information regarding the dimensions (“size”), size in memory (“bytes”), and
type (“class”) of the variables stored in the active workspace.

Now create two variables, x and y, and assign to them the values 23 and 57, respectively:

>> x=23;y=57;

Note that when you add a semicolon to the end of your statement, MATLAB sup-
presses the display of the result of that statement. Next, create a third variable, z, and
assign to it the value of x +y.

>>z=x+y
z=280

Let’s see what’s in the working memory, i.e., the workspace:
>> who

Your variables are:
a ans b thismatrixisreallyempty uno xy z

>> whos

Name Size  Bytes Class

a 1X5 40 double

ans 2X3 48 double

b 1X4 32 double

thismatrixisreallyempty 0X0 0 double

uno 3X3 72 double

X 1X1 8 double

y 1X1 8 double
1X1 8 double

When you use the command save, all the variables in your workspace can be saved
into a file. MATLAB data files have a .mat ending. The command save is followed by the
filename and a list of the variables to be saved in the file. If no variables are listed after the
filename, then the entire workspace is saved. For example,

save my_workspace X y z
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will create a file named my_workspace.mat that contains the variables x, y, and z. Now
rewrite that file with one that includes all the variables in the workspace. Again, you do

this by omitting a list of the variables to be saved:

>> save my_workspace
You can now clear the workspace using the command clear all:

>> clear all
>> who

>> X
??? Undefined function or variable 'x'.

Note that nothing is returned by the command who, as is expected because all the vari-
ables and their corresponding values have been removed from memory. For the same reason,
MATLAB complains that there is no variable named x because it has been cleared from the
workspace. You can now reload the workspace with the variables using the command load:

>> load my_workspace

>> who

Your variables are:

a ans b thismatrixisreallyempty uno x y z

If they are no longer needed, specific variables and their corresponding values can be
removed from memory. The command clear followed by specific variable names will

delete only those variables:

>> clearxyz

>> who

Your variables are:

a ans b thismatrixisreallyempty uno

Try using the command help (i.e., via help save, help load, and help clear) in the com-
mand window to learn about some of the additional options these functions provide.

The size of the matrix assigned to a given variable can be obtained by using the func-

tion size. The function length is also useful when only the size of the largest dimension of
a matrix is desired:

>> size(a)
ans =
15
>> length(a)
ans =
5
The content of matrices and variables in your workspace can be reassigned and

changed on the fly, as follows:

>> thismatrixisreallyempty = [5]
thismatrixisreallyempty =
5
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It is very common to have MATLAB create long vectors of incremental elements just by
specifying a start and end element:

>> thisiscool = 4:18
thisiscool =
4 5 6 7 8 9 10 11 12 13 14 15 16 17 18

The size of the increment of the vector can be changed by specifying the step size in
between the start and end element:

>> thisiscool = 4:2:18
thisiscool =
4 6 8 10 12 14 16 18

Two convenient functions that MATLAB has for creating vectors are linspace and log-
space. The command linspace(a,b,n) will create a vector of n evenly spaced elements
whose first value is a and whose last value is b. Similarly, logsllgace(a,b,n) will generate a
vector of n equally spaced elements between decades 10 and 10"

>> v =logspace(1,5,5)
V=
10 100 1000 10000 100000

Transposing a matrix or a vector is quite simple: It's done with the '(apostrophe) command:

>> a
a=
1 2 3 4 5
>> a'
ans =
1
2
3
4
5

Variables can be copied into each other, using the =command. In this case, the right
side is assigned to the left side. What was on the left side before is overwritten and lost, as
shown here:

>>b

b=

6 7 8 9
>>b=a

1 2 3 4 5
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Note: Don’t confuse the = (equal) sign with its mathematical meaning. In MATLAB,
this symbol does not denote the equality of terms, but is an assignment instruction.
Again, the right side of the=will be assigned to the left side, while the left side
will be lost. This is the source of many errors and misunderstandings which is why
this is emphasized again here. The conceptual difference is nowhere clearer than in the
case of “self-assignment”:

Y,
'y awswnm

U s WO N =

The assignment of the transpose eliminates the original row vector and renders a as a
column vector.
This reassignment also works for elements of matrices and vectors:

>> a(2,1)=9
a=

Ul = W O =

Generally, you can access a particular element of a two-dimensional matrix with the
indices i and j, where i denotes the row and j denotes the column. Specifying a single
index i accesses the i" element of the array counted column-wise:

>> a(2)
ans =
9

We will explore indexing further in Section 2.2.6.
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EXERCISE 2.2

Clear the workspace. Create a variable A
and assign to it the following matrix value:

7 5
A=12 3.
1 8

Access the element i=2, j=1, and
change it to a number twice its original
value. Create a variable B and assign to it
the transpose of A. Verify that the fifth ele-
ment of the matrix B counted column-wise
is the same as the i =1, j =3 element.

EXERCISE 2.3

Using the function linspace generates a
row vector vl with seven elements which
uniformly cover the interval between 0 and
1. Now generate a vector v2 which also
covers the interval between 0 and 1, but

with a fixed discretization of 0.1. Use either
the function length or size to determine
how many elements the vector v2 has.
What is the value of the third element of
the vector v2?

Solutions to exercises are available on the companion website.

2.2.4 Basic Matrix Algebra

Almost everything that you learned in the previous section on mathematical operators
in MATLAB can now be applied to what you just learned about matrices and variables. In

this section we explore how this synthesis is accomplished—with the necessary
modifications.

First, define a simple matrix and then add 2 to all elements of the matrix, like this:
>>p=[1 2; 3 4]

As a quick exercise, check whether this principle extends to the other basic arithmetic
operations such as subtraction, division, or multiplication.

What if you want to add a different number to each element in the matrix? It is not
inconceivable that this operation could be very useful in practice. Of course, you could do
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it element by element, as in the end of the preceding section. But doing this would be very
tedious and time-consuming. One of the strengths of MATLAB is its matrix operations,
allowing you to do many things at once.

Here, you will define a new matrix with the elements that will be added to the old
matrix and assign the result to a new matrix to preserve the original matrices:

>>q=[2 1;, 1 1]

q=

2 1

11
>>m=p+q
m=

5 5

6 7

Note: The number of elements has to be the same for this element-wise addition to
work. Specifically, the matrices that are added to each other must have the same number
of rows and columns. Otherwise, nothing is added, and the new matrix is not created.
Instead, MATLAB reports an error and gives a brief hint what went wrong:

>>r=[2 1,1 1,1 1]
r=
2 1
11
11
>>n=p+r
??? Error using = > plus
Matrix dimensions must agree.

As a quick exercise, see whether this method of simultaneous, element-wise addition
generalizes to other basic operations such as subtraction, multiplication, and division.

Note: It is advisable to assign a variable to the result of a computation, if the result is
needed later. If this is not done, the result will be assigned to the MATLAB default vari-
able ans, which is overwritten every time a new calculation without explicit assignment of
a variable is performed. Hence, ans is at best a temporary storage.

Note that in the preceding exercise, you get consistent results for addition and subtrac-
tion, but not for multiplication and division. The reason is that * and/really symbolize a
different level of operations than + or —. Specifically, they refer to matrix multiplication
and division, respectively, which can be used to calculate outer products, etc. Refer to the
next chapter for a refresher if necessary. If you want an analogous operation to +and —,
you have to preface the * or/with a dot (.). This is known as element-wise operations:

>>p
p=
3 4
5 6
>>q
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q =

2 1

11
>> p*q
ans =

10 7

16 11
>> p.fq
ans =

6 4

5 6

Due to the nature of outer products, this effect is even more dramatic if you want to
multiply or divide a vector by another vector:

>>a=[1 2 3 4 5]

a=

1 2 3 4 5
>>b=[5 4 5 4 5]
b=

5 4 5 4 5

> c=a.*b

5 8 15 16 25
>> c=a*b
??? Error using = > mtimes
Inner matrix dimensions must agree.

Raising a matrix to a power is similar to matrix multiplication; thus, if you wish to raise
each element of a matrix to a given power, the dot () must be included in the command.
Therefore, to generate a vector ¢ having the same length as the vector a, but for each ele-
ment i in ¢, it holds that c(i) = [a(i)] 2, you use the following command:

>> c=a."2
C=
1 4 9 16 25

As you might expect, there exists a function sqrt that will raise every element of its
input to the power 0.5. Note that the omission of the dot (.) to indicate element-wise opera-
tions when it is intended is one of the most common errors when beginning to program in
MATLAB. Keep this point in mind when troubleshooting your code.

Of course, you do not have to use matrix algebra to manipulate the content of a matrix.
Instead, you can “manually” manipulate individual elements of the matrix. For example,
if A is a matrix with four rows and three columns, you can permanently add 5 to the element
in the third row and second column of this matrix by using the following command:

>> AGB,2)=5+A3,2);
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We will explore indexing further in the next section.

Earlier, we rather casually introduced matrix operations like outer products versus
element-wise operations. Now, we will briefly take the liberty to rectify this state of affairs
in a systematic way. MATLAB is built around the concept of the matrix. As such, it is
ideally suited to implement mathematical operations from linear algebra. MATLAB distin-
guishes between matrix operations and array operations. Basically, the former are the subject
of linear algebra and denoted in MATLAB with symbols such as +, —, %, /, or ”. These
operators typically involve the entire matrix. Array operations, are indicated by the same
symbols prefaced by a dot, such as .*, ./, or .". Array operators operate element-wise, or one
by one. The rest of the sections will mostly deal with array operations. Hence, we will give
the more arcane matrix operations—and the linear algebra that is tied to it—a brief intro-
duction here. Linear algebra has many useful applications, most of which are beyond the
scope of this tutorial. One of its uses is the elegant and painless (particularly with
MATLAB) solution of systems of equations. Consider, for example, the system

x+y+2z=9
2x+4y—3z=1
3x+6y—52=10
You can solve this system with the operations you learned in middle school, or you can

represent the preceding system with a matrix and use a MATLAB function that produces
the reduced row echelon form of A to solve it, as follows:

>>A=[11 2 9 2 4 -3 1, 3 6 —5 0]

A=
11 29
2 4 -3 1
3 6 —5 0

>> rref(A)

ans =
10 0 1
01 0 2
00 1 3

From the preceding, it is now obvious that x=1, y=2, z=23. As you can see, tackling
algebraic problems with MATLAB is quick and painless—at least for you.

Similarly, matrix multiplication can be used for quick calculations. Suppose you sell five
items, with five different prices, and you sell them in five different quantities. This can be
represented in terms of matrices. The revenue can be calculated using a matrix operation:

>> Prices=[10 20 30 40 50];
>> Sales=[50; 30; 20; 10; 1];
>> Revenue = Prices*Sales
Revenue =

2150

Note: Due to the way in which matrix multiplication is defined, one of the vectors
(Prices) has to be a row vector, while the other (Sales) is a column vector.
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EXERCISE 2.4

Double-check whether the matrix multiplication accurately determined revenue.

EXERCISE 2.5

Which set of array operations achieves the same effect as this simple matrix multiplication?

Exploration: As opposed to array multiplication (.*), matrix multiplication is NOT com-
mutative. In other words, Prices * Sales#Sales * Prices. Try it by typing the latter. What
does the result represent?

EXERCISE 2.6

Create a variable C and assign to it a  matrix of ones using the function ones.
5 X 5 identity matrix using the function eye.  Create a third variable E and assign to it the
Create a variable D and assign to it a 5X5  square of the sum of C and D.

EXERCISE 2.7

Clear your workspace. Create the following variables and assign to them the given matrix
values (superscript T indicates transpose):

(a)x=(%) (b)y=xT-l7<(1) (1)) (c)A=(g Z)

d)b=yA (@) c=xTA 1T (f) E=cAT

EXERCISE 2.8

Create a time vector t that goes from 0  each element of g is equal to 2+5 times
to 100 in increments of 5. Now create a  the corresponding element of f raised to
vector g whose length is that of f and the power of 1.7.
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2.2.5 Indexing

Individual elements of a matrix can be identified and manipulated by the explicit use of
their index values. When indexing a matrix, A, you may identify an element with two
numbers using the format A(row, column). You could also identify an element with a single
number, A(num), where the elements of the matrix are counted columnwise. Let’s explore
this a bit through a series of exercises. First, remove all variables from the workspace (use
the command clear all) and create a variable A:

1 2 3 4

a_| 5 6 7 8
10 20 30 40

50 60 70 80

>> clear all
>>A=[1 2 3 4 5 6 7 8 10 20 30 40; 50 60 70 80I;

Now assign the value 23 to each entry in the first row:

>> A(,:) =23
A=
23 23 23 23
5 6 7 8
10 20 30 40
50 60 70 80

The colon () in the col position indicates all column values. Similarly, you can assign
the value 23 to each entry in the first column:

>> A(,1)=23
A=
23 23 23 23
23 6 7 8
23 20 30 40
23 60 70 80

Suppose you didn’t know the index values for the elements that you wanted to change.
For example, presume you wanted to assign the value 57 to each entry of A that is equal
or larger than 7 in the second row. What are the column indices for the elements of the
second row of the matrix A [i.e., A(2,:)] which satisfy the criteria to change? For this task,
the find function comes in handy:

>> find(AQ2,)) >=7)
ans =
1 3 4
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Thus, the following command will produce the desired result:

>> A(2,find(A(2,:) >=7)) =57

A=
23
57
23
23

23

6
20
60

23
57
30
70

23
57
40
80

To further illustrate the use of the function find and indexing, consider the following task.
Assign the value 7 to each entry in the fourth column of the matrix A that is equal or larger
than 40 and lower than 60. For this example, it is clearer to split this operation into two lines:

>> i=find((A(;,4) >= 40)&(A(:,4) <60))

i=

2
3
>> A4 =7
A=
23 23 23 23
57 6 57 7
23 20 30 7
23 60 70 80

Back to a nice and simple task, assign the value 15 to the entry in the third row, second
column:

>> AGB,2)=15

A=
23
57
23
23

23

6
15
60

23
57
30
70

23
7
7

80

Similarly, you could have used the command A(7) =15. If you try entering the com-
mand find(A =15), you will get the answer 7. The reason is that MATLAB stores the ele-
ments of a matrix column after column, so 15 is stored in the seventh element of the
matrix when counted this way. Had you entered the command [r,c] = find(A =15); you
would see that r is now assigned the row index value and ¢ the column index value of the
element whose value is 15; thatis, r =3, ¢ = 2.

>> [r,c] = find(A = 15)

r=

3
c=
2
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The find function is often used with relational and logical operators. We used a few of
these in the preceding examples and will summarize them all here. The relational opera-
tors are as follows:

= (equal to)

~= (not equal to)

< (less than)

> (greater than)

<= (less than or equal to)
>= (greater than or equal to)

MATLARB also uses the following syntax for logical operators:

& (AND)

| (OR)

~ (NOT)

xor (EXCLUSIVE OR)

any (true if any element is nonzero)
all (true if all elements are nonzero).

EXERCISE 2.9

Find the row and column indices of the equal to the value 17. Assign the value 2 to
matrix elements of A whose values are less  each of the last three entries in the second
than 20. Set all elements of the third row  column.

2.3 GRAPHICS AND VISUALIZATION

Whereas we re-created the functionality of a scientific calculator in the previous sec-
tions, here we will explore MATLAB as a graphing calculator. As you will see, visualiza-
tion of data and data structures is one of the great strengths of MATLAB.

2.3.1 Basic Visualization

In this section, it will be particularly valuable to experiment with possibilities other
than the ones suggested in the examples, since the examples can cover only a very small
number of possibilities that will have a profound impact on the graphs produced.

For aesthetic purposes, start with a trigonometric function, which was introduced
before—sine. First, generate a vector x, take the sine of that vector, and then plot the result:

>> x=0:10
X=

01 23 456 7 8 9 10
>> y=sin(x)
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y=
0 0.8415 0.9093 0.1411 —0.7568 —0.9589 —0.2794 0.6570 0.9894 0.4121 —0.5440
>> plot(x,y)

The result of this series of commands will look something like Figure 2.1.

A quick result was reached, but the graphic produced is admittedly rather crude, albeit
sinusoidal in nature. Note the values on the x-axis (0 to 10), as desired, and the values on
the y-axis, between —1 and 1, as it's supposed to be, for a sine function. The problem
seems to be with sampling. So let’s redraw the sine wave with a finer mesh.

Recall that a third parameter in the quick generation of vectors indicates the step size. If
nothing is indicated, MATLAB assumes 1 by default. This time, you will make the mesh
10 times finer, with a step size of 0.1.

EXERCISE 2.10

Use >>x=0:0.1:10 to create the finer mesh.

Notice that MATLAB displays a long series of incremental elements in a vector that
is 101 elements long. MATLAB did exactly what you told it to do, but you don’t necessar-
ily want to see all that. Recall that the ; (semicolon) command at the end of a command
suppresses the “echo,” the display of all elements of the vector, while the vector is still
created in memory. You can operate on it and display it later, like any other vector.

So try this:

>> x=0:0.1:10;
>> y=sin(x);
>> plot(x,y)

This yields something like that shown in Figure 2.2, which is arguably much smoother.

1 FIGURE 2.1 Crude sinusoid.
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FIGURE 2.2  Smooth sinusoid.
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EXERCISE 2.11

Plot the sine wave on the interval from 0 to 20, in 0.1 steps.

Upon completing Exercise 2.11, enter the following commands:

>> hold on
>> z = cos(x);
>> plot(x,z,'color','k")

The result should look something like that shown in Figure 2.3.

1 FIGURE 2.3  Sine vs. cosine.
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Now you have two plots on the canvas, the sine and cosine from 0 to 20, in different colors.
The command hold on is responsible for the fact that the drawing of the sine wave didn’t just
vanish when you drew the cosine function. If you want to erase your drawing board, type hold
off and start from scratch. Alternatively, you can draw to a new figure, by typing figure, but be
careful. Only a limited number of figures can be opened, since every single one will draw on
the memory the resources of your computer. Under normal circumstances, you should not
have more than about 30 figures open—if that. The command close all closes all the figures.

EXERCISE 2.12

Draw different functions with different eight of which are predefined: r for red,
colors into the same figure. Things will start ~ k for black, w for white, ¢ for green, b for
to look interesting very soon. MATLAB can  blue, y for yellow, ¢ for cyan, and m for
draw lines in a large number of colors, magenta.

Give your drawing an appropriate name. Type something like the following;:
>> title('My trigonometric functions')

Now watch the title appear in the top of the figure.

Of course, you don’t just want to draw lines. Say there is an election and you want to
quickly visualize the results. You could create a quick matrix with the hypothetical results
for the respective candidates and then make a bar graph, like this:

>> results=[55 30 10 5]
results =

55 30 10 5
>> bar(results)

The result should look something like that shown in Figure 2.4.

60 : : T T FIGURE 2.4 Lowering the bar.
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EXERCISE 2.13

To get control over the properties of
your graph, you will have to assign a han-
dle to the drawing object. This can be an
arbitrary variable, for example, h:

>> h = bar(results)
h =298.0027

>> set(h,'linewidth', 3)
>> set(h,'FaceColor', [1 1 1]

The result should be white bars with thick
lines. Try get(h) to see more properties of the
bar graph. Then try manipulating them with
set(h, 'Propertyname',Propertyvalue).

Finally, let’s consider histograms. Say you have a suspicion that the random number
generator of MATLAB is not working that well. You can test this hunch by visual

inspection.

First, you generate a large number of random numbers from a normal distribution, say
100,000. Don’t forget the ; (semicolon). Then you draw a histogram with 100 bins, and

you're done. Try this, for example:

>> suspicious = randn(100000,1);
>> figure
>> hist(suspicious, 100)

The result should look something like that shown in Figure 2.5. No systematic devia-
tions from the normal distribution are readily apparent. Of course, statistical tests could

yield a more conclusive evaluation of your hypothesis.
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FIGURE 2.5
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EXERCISE 2.14

You might want to run this test a couple  tions from a normal distribution are truly
of times to convince yourself that the devia- random and inconsistent from trial to trial.

A final remark on the display outputs: most of the commands that affect the display of
the output are permanent. In other words, the output stays like that until another com-
mand down the road changes it again. Examples are the hold command and format com-
mand. Typing hold will hold plot and allow something else to be plotted on it. Typing
hold again toggles hold and releases the plot. This is similarly true for the format com-
mands, which keep the format of the output in a certain way.

We have thus far introduced only a small number of the many visualization tools that
give MATLAB its strength. In addition to the functions plot, bar, and hist, you can explore
other plotting commands and get a feel for more display options by viewing the help files
for the following plotting commands that you might find useful: loglog, semilogx, semil-
ogy, stairs, and pie.

Want to know what your data sounds like? MATLAB can send your data to the compu-
ter’s speakers, allowing you to visually manipulate your data and listen to it at the same
time. To hear an example, load the built-in chirp.mat data file by typing load chirp. Use
plot(y) to see these data and sound(y) to listen to the data.

We will cover more advanced plotting methods in the following section as well as in
future chapters.

2.4 FUNCTION AND SCRIPTS

Until now, we have driven MATLAB by typing commands directly in the command
window. This is fine for simple tasks, but for more complex ones you can store the typed
input commands into a file and tell MATLAB to get its input commands from the file.
Such files must have the extension .m and are thus called M-files. If an M-file contains
statements just as you would type them into the MATLAB command window, they are
called scripts. If, however, they accept input arguments and produce output arguments,
they are called functions.

The primary goal of this section is to help you become familiar with M-files within
MATLAB. M-files are the primary vehicle to implement programming in MATLAB. So
while the previous sections showed how MATLAB can double as a scientific calculator
and as a calculator with graphing functions, this section will introduce you to a high-level
programming language that should be able to satisfy most of your programming needs if
you are a casual user. It will become apparent in this section of the tutorial how MATLAB
can aid the researcher in all stages of an experiment or study. By no means is this tutorial
the last word on M-files and programming. Later we will elaborate on all concepts
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introduced in this section—particularly in terms of improving efficiency and performance
of the programs you are writing. One final goal of this tutorial is to demonstrate the
remarkable versatility of MATLAB—and don’t worry, we’ll move on to neuroscience-
heavy topics soon enough.

2.4.1 Scripts

Scripts typically contain a sequence of commands to be executed by MATLAB when the
filename of the M-file is typed into the command window.

M-files are at the heart of programming in MATLAB. Hence, most of our future exam-
ples will take place in the context of M-files. You can work on M-files with the M-file edi-
tor, which comes with MATLAB. To go to the editor, open the File menu (top left), select
New, and then select M-File (see Figure 2.6). In recent versions of MATLAB, there is now
a distinction between “Script” and “Function.” Open a new “Script” here. The most recent
versions of MATLAB don’t even have a File menu any more, but rather a number of icons
in the home tab. They are still on the upper left. The functionality of the menu—and
more—has now been put into a toolbar. The layout of the user interface will likely con-
tinue to change in future versions of MATLAB, so do not get too attached to it. However,
the core functionality can be expected to say the same. Figure 2.6 shows a screenshot from
the distant past. That’s why it is in black and white.

The first thing to do after a new M-file is created is to name it. For this purpose, you
have to save it to the hard disk. There are several ways of doing this. The most common is
to click the editor’s File menu and then click Save As. Recent versions of Matlab feature a
toolbar that replaces the menu, see figure 2.7. To save, click on the floppy disk (never
mind that no one has used a floppy disk in over a decade and that the pictured 3.5” disk
wasn’t actually floppy). You can then save the file with a certain name. Using myfirstm-
file.m would probably be appropriate for the occasion.

As a script, an M-file is just a repository for a sequence of commands that you want to
execute repeatedly. Putting them in an M-file can save you the effort of typing the com-
mands anew every time. This is the first purpose for which you will use M-files.

FIGURE 2.6 Creating a new M-File.
4 MATLAB 8
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figure FIGURE 2.8 The editor.
x = 0:0.1:10;

¥ = 8in (x):

plot (x,9)

Type the commands into your M-file editor as they appear in Figure 2.8. Make sure to
save your work after you are done (by pressing Ctrl +S), if you already named it. If you
now type myfirstmfile into the MATLAB command window (not the editor), this
sequence will be executed by MATLAB. You can do this repeatedly, tweaking things as
you go along (don’t forget to save).

2.4.2 Functions

We have already been using many of the functions built into MATLAB, such as sin and
plot. You can extend the MATLAB language by writing your own functions. MATLAB
has a very specific syntax for declaring and defining a function. Function M-files must
start with the word function, followed by the output variable(s) within square brackets,
the equal sign, the name of the function, and the input variable(s) in parenthesis, in that
order. Functions do not have to have input or output arguments. The following is a valid
function definition line for a function named flower that has three inputs, 4, b, and ¢, and
two outputs, out_1 and out_2:

function [out_1, out_2] = flower(a,b,c)

To demonstrate this further, you will write a function named triple that computes and
returns three times the input, i.e., triple(2) =6, triple(3) =9, etc. First, type the following
two lines into an M-file and save it as triple.m:

function r = triple(i)
r=3%i;

If you want to avoid confusion, it is strongly advised to match the name of the M-file
with the name of the function. The input to the function is i and the output is r. You can
now test this function:

>> a=triple(7)

a =

21
>> b = triple([10 20 30])
b=

30 60 90

Note: This function is trivial. Here, however, you should learn to apply the syntax only
for defining and calling functions. Also note that function variables do not appear in the
main workspace; rather their scope is limited to themselves. For instance, you do not have
access to the variable “r” from the main workspace.
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2.4.3 Control Structures

Of course, what you just saw is only the most primitive way of using M-files. M-files
will allow you to harness the full power of MATLAB as a programming language. For this
to happen, you need to familiarize yourself with loops and conditionals—in other words,
with statements that allow you to control the flow of your program.

Loops: The two most common statements to implement loops in MATLAB are for and
while.

The structure of all loops is as follows (in terms of a while loop):

while certain-conditions-are-true
Statements

Statements
end

All statements between while and end are executed repeatedly until the conditions that
are checked in while are no longer the case. This is best demonstrated with a simple
example: open a new M-file in the editor and give it a name. Then type the following code
and save. Finally, type the name of the M-file in the command window (not the editor) to
execute the loop.

This is a good place to introduce comments. As your programs become more complex,
it is highly recommended that you add comments. After a week or two, you will not nec-
essarily remember what a particular variable represents or how a particular computation
was done. Comments can help, and MATLAB affords functionality for it. Specifically, it
ignores everything that is written after the percent sign (%) in a line. In the editor itself,
comments are represented in green. So here is the program that you should write now,
implementing a simple while loop. If you want to, you can save yourself the comments
(everything after % in each line). We placed them here to explain the program flow (what
the program will do) to you:

%A simple counter
ii=1 %Initializing our counter as 1
while ii < 6 %While ii is smaller than 6, statements are executed

ii=ii+1 %Incrementing the counter and displaying new value

end %Ending the loop, it contains only one statement

What happened after you executed the program? Did it count from 1 to 6?

Note that we use the variable ii, not i as a counter here. This has several major advan-
tages. The first one is that “i” and “j” are already predefined in MATLAB. They both rep-
resent the imaginary part of a complex number (1i). Try it. Clear the workspace if you
defined i and j before (we did above, in the indexing section), then type i and j, respec-
tively. It is generally a bad idea to overwrite something that is already predefined in
MATLAB and can lead to puzzling and counterintuitive error messages later on. We did it
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in the section on indexing for didactic purposes only (mathematicians like to use i and j as
indices). Another reason is that people tend to confuse i and 1 when coding. This is empir-
ically true. So a for loop that would be defined as for i =1:10 is often written as i =1:10. It
might sound preposterous, but happens surprisingly often. Good luck finding the error
later on. It is better to use for ii = 1:10 instead. One is much less likely to make this mis-
take. Programming is challenging work, as one has to constantly juggle objectives (what
the code is supposed to do) with implementation (how the code does it). Keeping all of
that in working memory is hard and the literature is full of examples of how quickly per-
formance can break down, particularly if there are added problems like sleep deprivation
or distractions. Better to play it safe and stay away from i and j altogether. This goes for
all functions. A prominent example is “size.” People often call the variable with which
they represent the size of something “size,” e.g. the size of the population under study. If
you do this, you basically broke your code if it invokes “size” to refer to the function at
some other point in the code. MATLAB will throw an error message at that point and it
will surprise you. So use more specific names, like pop_size for your variables instead. We
use ii instead i in the same spirit.

EXERCISE 2.15

Let your program count from 50 to
1050. Then redo this with a for loop for
practice.

If you execute this program on a slow
machine, chances are that this operation
will take a while.

EXERCISE 2.16

Let your program count from 1 to
1,000,000.

If you did everything right, you will be
sitting for at least a minute, watching the
numbers go by. While we set up this exer-
cise deliberately, chances are that you will
underestimate the time it takes to execute a
given loop sometime in the future. Instead

of just biding your time, you have several
options at your disposal to terminate run-
away computations. The most benign of
these options is pressing Ctrl+C in the
MATLAB command window. That shortcut
should stop a process that hasn't yet
completely taken over the resources of your
machine. Try it.

Note: The display of the numbers takes most of the time. The computation itself is rela-
tively quick. Make the following modifications to your program; then save and run it:

%A silent counter

ii=1 %Initializing our counter as 1

I. FUNDAMENTALS



2.4 FUNCTION AND SCRIPTS 35

while ii < 1000000
ii=ii+1; %Incrementing the counter without displaying new value
end %Ending the loop, it contains only one statement

ii %Displaying the final value of ii

Note: One of the most typical ways to get logical errors in complex programs is to forget
to initialize the counter (after doing something else with the variable). This is particularly
likely if you reuse the same few variable names (i, jj, etc.) throughout the program. In this
case, it would not execute the loop, since the conditions are not met. Hence, you should
make sure to always initialize the variables that you use in the loop *before* the loop. As a
cautionary exercise, reduce your program to the following:

%A simple counter, without initialisation
while ii < 1000000 %While ii is smaller than 1M, statements are executed
ii=ii+1 %Incrementing the counter and displaying new value

end %Ending the loop, it contains only one statement

Save and run this new program. If you ran one of the previous versions, nothing will
happen. The reason is that the loop won’t be entered because the condition is not met; i is
already larger than 1,000,000 before the first loop is executed.

Of course, the most common way to get runaway computations is to create infinite
loops—in other words, loops with conditions that are always true after they are entered. If
that is the case, they will never be exited. A simple case of such an infinite loop is a modi-
fied version of the initial loop program—one without an increment of the counter; hence,
ii will always be smaller than the conditional value and never exit.

Try this, save, and run:

% An infinite loop

ii=1 %Initializing our counter as 1

while ii < 6 %While ii is smaller than 6, statements are executed

ii=ii %NOT incrementing the counter, yet displaying its value

end %Ending the loop, it contains only one statement

If you're lucky, you can also exit this process by pressing Ctrl + C. If you're not quick
enough or if the process already consumed too many resources—this is particularly likely for
loops with many statements, not necessarily this one—your best bet is to summon the Task
Manager by pressing Ctrl + Alt + Delete simultaneously in Windows (for a Mac, the corre-
sponding key press is Command + Option + Escape to call the Force Quit menu). There, you

can kill your running version of MATLAB. The drawbacks of this method are that you have
to restart MATLAB and your unsaved work will be lost. So beware the infinite loop.
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If statements: In a way, if statements are pure conditionals. Statements within if state-
ments are either executed once (if the conditions are met) or not (if they are not met).
Their syntax is similar to loops:

if these-conditions-are-met
Execute-these-Statements
else
Execute-these-Statements
end

It is hard to create a good example consisting solely of if statements. They are typically
used in conjunction with loops: the program loops through several cases, and when it hits
a special case, the if statement kicks in and does something special. We will see instances
of this in later examples. For now, it is enough to note the syntax.

Fun with loops—How to make an American quilt

This is a rather baroque but nevertheless valid exercise on how to simply save time
writing all the statements explicitly by using nested loops. If you want to, you can try rep-
licating all the effects without the use of loops. It’s definitely possible—just very tedious.

Open a new window in the editor, name it, type the following statements (without com-
ments if you prefer), save it, and see what happens when you run it:

figure %Open a new figure

x = 0:0.1:20; %Have an x-vector with 201 elements

y = sin(x); %Take the sine of x, put itin y

k=1; %]Initialize our counter variable k with 1
while k < 3; %For k=1 and 2

QUILT1(1,) =x; %Put x into row 1 of the matrix QUILT1
QUILT2(1,:) =vy; %Put y into row 1 of the matrix QUILT2
QUILT1(2,:) =x; %Put x into row 2 of the matrix QUILT1
QUILT2(2,)) = —y; %Put —y into row 2 of the matrix QUILT2
QUILT1@3,:) = —x; %Put —x into row 3 of the matrix QUILT1
QUILT2(3,:) =y; %Put y into row 3 of the matrix QUILT2
QUILT1(4,:) = —x; %Put — x into row 4 of the matrix QUILT1
QUILT2(4,)) = —y; %Put —y into row 4 of the matrix QUILT2
hold on % Always plot into the same figure
forii=1:4 % A nested loop, with ii as counter, from 1 to 4

plot(QUILT1(i,)),QUILT2(i,:)) %Plot the iith row of QUILT1 vs. QUILT2
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pause %Waiting for user input (key press)
end %End of ii-loop
forii=1:4 % Another nested loop, with ii as counter, from 1 to 4

plot(QUILT2(ii,:),QUILT1(i,:)) %Plot the iith row of QUILT2 vs. QUILT1

pause %Waiting for user input (key press)
end %End of ii-loop
y=y+19; %Incrementing y by 19 (for every increment of k)
k=k+1; %Incrementing k by 1
end %End of k-loop

Note: This program is the first time we use the pause function. If the program pauses
after encountering a pause statement, press a key to continue until the program is done.
This is also the first time that we wrote a program that depends on user input—albeit in a
very small and limited form—to execute its flow. We will expand on this later.

Note: This program used both for and while loops. The for loops increment their counter
automatically, whereas the while loops must have their counter incremented explicitly.

Now that you know what the program does and how it operates, you might want to
take out the two pause functions to complete the following exercises more smoothly.

EXERCISE 2.17

What happens if you allow the conditional for k to assume values larger than 1 or 2?

EXERCISE 2.18

Do you know why the program incre- happens if you make that increment smaller
ments y by 19 at the end of the k loop? What  or larger than 19?

EXERCISE 2.19

Do you remember how to color your quilt? Try it.
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2.4.4 Advanced Plotting

We introduced basic plotting of two-dimensional figures previously. This time, our
plotting section will deal with subplots and three-dimensional figures. Subplots are an effi-
cient way to present data. You probably have seen the use of the subplot function in pub-
lished papers. The syntax of the subplot command is simply subplot(a,b,c), where a is the
number of rows the subplots are arranged in, b is the number of columns, and c is the par-
ticular subplot you are drawing to. It's probably best to illustrate this command in terms
of an example. This requires you to open a new program, name it, etc.

Then type the following:

figure %Open a new figure
for ii=1:9 %Start loop, have counter ii run from 1 to 9
subplot(3,3,ii) %Draw into the subplot ii, arranged in 3 rows, 3 columns
h=bar(1,1); %This is just going to fill the plot with a uniform color
set(h,'FaceColor',[0 0 ii/9]); %Draw each in a slightly different color
end %End loop
This program will draw nine colored squares in subplots in a single figure, specifically, dif-
ferent shades of blue (from dark blue to light blue) and should look something like Figure 2.9.
Note: The three numbers within the square brackets in the set(h,'FaceColor',[0 0 ii/9]);

statement represent the red, green, and blue color components of the bar that is plotted. Each
color component can take on a value between 0 and 1. A bar whose color components are

0.5

0.5

0

1
FIGURE 2.9  Color gradient subplots.
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[0 0 0] is displayed black and [1 1 1] is white. By setting the color components of the pixels of
your image to different combinations of values, you can create virtually any color you desire.

EXERCISE 2.20

Make the blocks go from black to red instead of black to blue.

EXERCISE 2.21

Make the blocks go from black to white (via gray). Try 49 shades.

SUGGESTION FOR EXPLORATION

Can you create more complex gradations? ~ your recently established knowledge about
It is possible, given this simple program and  RGB values in MATLAB as a basis.

Three-dimensional plotting is a simple extension of two-dimensional plotting. To appreci-
ate this, we will introduce a classic example: drawing a two-dimensional exponential func-
tion. The two most common three-dimensional plotting functions in MATLAB are probably
surf and mesh. They operate on a grid. Magnitudes of values are represented by different
heights and colors. These concepts are probably best understood through an example.

Open a new program in the MATLAB editor, name it, and type the following; then save
and run the program:

a=—20.2:2; % Creating a vector a with 21 elements
[x, y] = meshgrid(a, a); %Creating x and y as a meshgrid of a

z=exp (—x."2—y."2); %Take the 2-dimensional exponential of x and y

figure %Open a new figure

subplot(1,2,1) % Create a left subplot

mesh(z) %Draw a wire mesh plot of the data in z
subplot(1,2,2) % Create a right subplot

surf(z) %Draw a surface plot of the data in z
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After running this program, you probably need to maximize the figure to be able to see
it properly. To do this, click the maximize icon in the upper right of your figure (see
Figure 2.10; or if using a Mac, click on the green button in the upper left corner). Both the
left and right figures illustrate the same data, but in different manners. On the left is a
wire mesh; on the right, a surface plot.

If you did everything right, you should see something like that shown in Figure 2.11.

EXERCISE 2.22

Improve the resolution of the meshgrid. Then redraw.

m@ﬁ FIGURE 2.10 Maximizing a figure.
= (Maximiz:

=

FIGURE 2.11  Three-dimensional plotting of a Gaussian.
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EXERCISE 2.23

Can you improve the look of your fig-
ure? Try shading it in different ways by
using the following:

shading interp
Now try the following:
colormap hot

SUGGESTION FOR EXPLORATION

As you can see, meshgrid is extremely
powerful. With its help, you can visualize
any quantity as a function of several inde-
pendent variables. This capability is at the
very heart of what makes MATLAB so
powerful and appealing. Some say that one
is not using MATLAB unless one is using
meshgrid. While this statement is certainly
rather strong, it does capture the central

importance of the meshgrid function. We
recommend trying to visualize a large num-
ber of functions to try and get a good han-
dle on it. Start with something simple, such
as a variable that is the result of the addi-
tion of a sine wave and a quadratic func-
tion. Use meshgrid, then surf to visualize
it. This makes for a lot of very appealing
graphs.

2.4.5 Interactive Programs

Many programs that are actually useful crucially depend on user input. This input
comes mostly in one of two forms: from the mouse or from the keyboard. We will explore
both forms in this section.

First, create a program that allows you to draw lines. Open a new program in the edi-
tor, write the following code, then save and run the program:

figure

hold on;
xlim([0 1]
ylim([0 1])

forii =1:5

a = ginput(2);
plot(a(;,1),a(;,2));

end

%Opens a new figure

%Make sure to draw all lines in same figure

%Establish x-limits

%ZEstablish y-limits

%Start for-loop. Allow to draw 5 lines
% Get user input for 2 points

%Draw the line

%End the loop

The program will open a new figure and then allow you to draw five lines. When the
cross-hairs appear, click the start point of your line and then on the end point of your line.
Repeat until you're done. The result should look something like that shown in Figure 2.12.

I. FUNDAMENTALS



42 2. MATLAB TUTORIAL

1r FIGURE 2.12 The luck of the draw.
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EXERCISE 2.24

Allow the program’s user to draw 10 lines, instead of five.

EXERCISE 2.25

Allow the user to draw “lines” that are defined by three points instead of two.

Remember to use close all if you opened too many figures.

Most user input will likely come from the keyboard, not the mouse. So let’s create a lit-
tle program that exemplifies user input very well. In effect, we are striving to re-create
the “sugar factory” experiment by Berry and Broadbent (1984). In this experiment,
research participant were told that they are the manager of a sugar factory and instructed
to keep sugar output at 12,000 tons per month. They were also told that their main
instrument of steering the output is to determine the number of workers per month. The
experiment showed that participants are particularly bad at controlling recursive sys-
tems. Try this exercise on a friend or classmate (after you're done programming it). Each
month, you ask the participant to indicate the number of workers, and each month, you
give feedback on the production so far.
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Here is the code:

P=[]; %Assigning an empty matrix. Making P empty.
a0 = 6000; %a0 is 6000;

m0 =0; %m0 is 0;

w0 = 300; %wO0 is 300;

P(1,:) =[mO0, wo0, a0]; %First production values
figure %Open a new figure

plot(0,a0,".", 'markersize', 24); %Plot the first value

hold on; %Make sure that the plot is held

xlim([0 25]) %Indicate the right x-limits

ii=1; %]Initialize our counter

while ii < 25 %The participant is in charge for 24 months =2 years.
P %Show the production values thus far

a = input('How many workers this month?') %Get the user input

b=20*a—a0 %This is the engine. Determines how much sugar is produced
a0 =b; % Assign a new a0

plot (ii,a0,'.!, 'markersize’, 24); %Plot it in the big figure

P@i+1,:) =Iii, a, b]; %Assign a new row in the P(roduction) matrix

plot (P(;,1),P(;,3),'color','’k"); % Connect the dots

ii=ii+1; %Increment counter

end %End loop

The result (of a successful participant) should look something like that shown in
Figure 2.13.

EXERCISE 2.26

Add more components to the production  production over time (efficiency) or decrease
term, like a trend that tends to increase  production over time (attrition).
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14000 FIGURE 2.13 Game over.
12000 |
10000 |

8000

EXERCISE 2.27

Add another plot (a subplot) that tracks  to the development of production; refer to
the development of the workforce (in addition ~ Figure 2.13).

2.5 DATA ANALYSIS

Section 2.4.5 described a good way to get data into MATLAB: via user input.
Conversely, this section is concerned with data analysis after you already have data. One
of the primary uses of MATLAB in experimental neuroscience is the analysis of data.

2.5.1 Importing and Storing Data

Of course, data analysis is fun only if you already have large amounts of data. Cases in
which you will have to manually enter the data before analyzing them will (we hope) be rare.
For this scenario, suppose that you are in the marketing department of a major motion picture
studio. You just produced a series of movies and asked people how they like these movies.

Specifically, the movies are Matrix I, Matrix II: Matrix Reloaded, and Matrix III: Matrix
Revolutions. You asked 1603 people how much they liked any of these movies. They were
instructed to use a nine-point scale (0 for awful, 4 for great and everything in between, in 0.5
steps). Also, they were instructed to abstain from giving a rating if they hadn’t seen the
movie. Now you will construct a program that analyzes these data, piece by piece. So open a
new program in the editor and then add commands as we add them in our discussion here.
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Data import: Download the data from the companion website to a suitable directory
in your hard disk. Try using a directory that MATLAB will read without additional speci-
fications of a path (file location) in the following code. First, import the data into
MATLAB. To do this, add the following pieces of code to your new analysis program:

%Data import
M1 = xlsread('Matrix1.xls') %Importing data for Matrix I
M2 = xlsread('Matrix2.xls') %Importing data for Matrix II

These commands will create two matrices, M1 and M2, containing the ratings of the
participants for the respective movies (contained in Excel files). Type M1 and M2 to
inspect the matrices. You can also click on them in the workspace to get a spreadsheet
view. One of the things that you will notice quickly is cells that contain “NaN.” These are
responders that didn’t see the movie or didn’t give a rating for this movie for other rea-
sons. In any case, you don’t have ratings for these and MATLAB indicates “NaN,” which
means “not a number”—or empty, in our case. The problem is that retaining this entry
will defeat all attempts at data analysis if you don’t get rid of these missing values. For
example, try a correlation:

>> corrcoef(M1,M2)

ans =
NaN NaN
NaN NaN

You want to know how much an average person likes Matrix II if he or she saw Matrix
I and vice versa. Correlating the two matrices is a good start to answering this question.
However, the correlation function (corrcoef) in MATLAB assumes two vectors that consist
only of numbers, not NaNs. A single NaN somewhere in the two vectors will render the
entire answer NaN. This result is not very useful. So the first thing you need to do is to
prune the data and retain only those people that gave ratings for both movies.

Data pruning: There are many ways of pruning data, and the way that we're suggesting
here is certainly not the most efficient one. It does, however, require the least amount of
introduction of new concepts and is based on what you already know, namely loops. As a
side note, loops are generally slow (compared to matrix operations); therefore, it is almost
always more efficient to substitute the loop with such an operation, particularly when calcu-
lating things that take too long with loops. We'll discuss this issue more later. For now, you
should be fine if you add the following code to the program you already started:

%Data pruning

Movies =1 ]; %New Movies variable. Initializing it as empty.
temp = [M1 M2]; % Create a joint temporary Matrix, consisting of two long vectors
k=1; %]Initializing index k as 1

for ii = 1:length(temp) % Could have said 1603, this is flexible. Start ii loop
if isnan(temp(ii,1)) = 0 & isnan(temp(ii,2)) =0 %]If both are numbers (=valid)
Movies(k,:) = temp(ii,:); %Fill with valid entries only
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k=k+1; %Update k index only in this case
end %End if clause
end %End for loop

The isnan function tests the elements of its input. It returns 1 if the element is not a
number and returns 0 if the element is a number. By inspecting M1, you can verify visu-
ally that M1(2,1) is a number but that M1(3,1) is not. So you can test the function by typing
the following in the command window:

>> isnan(M1(2,1))
ans =

0
>> jsnan(M1(3,1))
ans =

1

Recall that & is the MATLAB symbol for logical AND. The symbol for logical OR is |.
So you are effectively telling MATLAB in the if statement that you want to execute the
statements it contains only if both vectors contain numbers at that row using isnan in
combination with &.

EXERCISE 2.28

What would have happened if you had and independent index k? Would the
made everything contingent on the index  program have worked?
ii, instead of declaring another specialized

It's time to look at the result. In fact, it seems to have worked: There is a new matrix,
“Movies,” which is 805 entries long. In other words, about half the people in the survey

report to have seen both movies.
After these preliminaries (data import and data pruning), you're ready to move to data

analysis and the presentation of the results. The next step is to calculate the correlation
you were looking for before, so add that to the code:

corrcoef(Movies(:;,1),Movies(:,2)) % Correlation between Matrix I and Matrix II

The correlation is 0.503. That’s not substantial, but not bad, either. The good news is
that it’s positive (if you like one, you tend to like the other) and that it’s moderately large
(definitely not 0). To get a better idea of what the correlation means, use a scatterplot to
visualize it:

figure %Create a new figure
plot(Movies(:,1), Movies(:,2),".!, 'markersize’, 24) %Plot ratings vs. each other
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The result looks something like that shown in Figure 2.14.

The problem is that the space is very coarse. You have only nine steps per dimension—
or 81 cells overall. Since you have 805 ratings it is not surprising that almost every cell is
taken by at least one rating. This plot is clearly not satisfactory. We will improve on it
later. The white space on the top left of the figure is, however, significant. It means that
there was no one in the sample who disliked the first Matrix movie but liked the second
one. The opposite seems to be very common.

Let’s look at this in more detail and add the following line to the code:

averages = mean(Movies) %Take the average of the Movie matrix

mean is a MATLAB function that takes the average of a vector. It is not the opposite of
the “nice” function, which is undefined. The averages variable contains both means.

As it turns out, the average rating for Matrix I is 3.26 (out of 4), while the average rating
for Matrix II is only about 2.28. Figure 2.14 makes sense in light of these data. This can be
further impressively illustrated in a bar graph, as shown in Figure 2.15.

However, this graph doesn’t tell about the variance among the means. Let’s rectify this
in a quick histogram. Now add the following code:

figure %Open new figure
subplot(1,2,1) %Open new subplot
hold on; %Hold the plot
hist(Movies(:,1),9) %Matrix I data. 9 bins is enough, since we only have 9 ratings
histfit(Movies(:,1),9) %Let's fit a gaussian
xlim([0 4]); %Let's make sure that plotting range is fine
title('Matrix I') %Add a title
subplot(1,2,2) %Open new subplot

4 T T T @ T ® @ ® FIGURE 2.14 Low resolution.
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FIGURE 2.15 Means.

hold on; %Hold the plot

hist(Movies(:,2),9) %Matrix II data. 9 bins is enough, since we only have 9 ratings
histfit(Movies(:,2),9) %Let's fit a gaussian

xlim([0 4]); %Let's make sure that plotting range is fine

title('Matrix II: reloaded') %Add a title

As you can see in Figure 2.16, it looks as though almost everyone really liked the first
Matrix movie, but the second one was just okay (with a wide spread of opinion). Plus,
fewer people actually report having seen the second movie.

The last thing to do—for now—is to fix the scatterplot that you obtained in Figure 2.14.
You will do that by using what you learned about surface plots, keeping in mind that you
will have only a very coarse plot (9 X 9 cells).

Matrix | Matrix II: reloaded FIGURE 2.16 Variation.
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Nevertheless, add the following code to the program:

MT1 = (Movies(;,1)*2) + 1; % Assign a temporary matrix, multiplying ratings by 2 to get
MT2 = (Movies(;,2)*2) + 1; %integral steps and adding 1 matrix indices start w/1, not 0.
¢ = zeros(9,9); % Creates a matrix “c” filled with zeros with the indicated dimensions
ii=1; %Initialize index

for ii = 1:length(Movies) %Start ii loop. This loop fills ¢ matrix with movie rating counts
c(10-MT1(ii,1),MT2(ii,1)) = c(10-MT1(ii,1),MT2(ii,1)) + 1; % Adding one in the cell count
end %End loop

figure %New figure

surf(c) %Create a surface

shading interp %Interpolate the shading

xlabel('Ratings for matrix I') %Label for the x-axis

ylabel('Ratings for matrix II: reloaded') %Label for the y-axis

zlabel('Frequency') % Get in the habit of labeling your axes.

The result looks rather appealing—something like that shown in Figure 2.17. It gives
much more information than the simple scatterplot shown previously—namely, how often
a given cell was filled and how often a given combination of ratings was given.

FIGURE 2.17 The real deal.
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EXERCISE 2.29

Import the data for the third Matrix movie, and Matrix III and between Matrix II and
prune it, and include it in the analysis. In par- ~ Matrix III. The plots between Matrix II
ticular, explore the relations between Matrix I ~ and Matrix III are particularly nice.

Can you now predict how much someone will like Matrix 1I, given how much he or
she liked Matrix I? It looks as though you can. But the relationship is much stronger for
Matrix I-1I1.

2.6 AWORD ON FUNCTION HANDLES

Before we conclude, it is worthwhile to mention function handles, as you will likely
need them—either in your own code or when interpreting the code of others.

In this tutorial, we talked a lot about functions. Mostly, we did so in the context of the
arguments they take. Up to this point, the arguments have been numbers—sometimes
individual numbers, sometimes sequences of numbers—but they were always numbers.

However, there are quite a few functions in MATLAB that expect other *functions* as
part of their input arguments. This concept will take a while to get used to if it is unfamil-
iar from your previous programming experience, but once you have used it a couple of
times, the power and flexibility of this hierarchical nestedness will be obvious.

There are several ways to pass a function as an argument to another function. A
straightforward and commonly used approach is to declare a function handle. Let’s
explore this concept in the light of specific examples. Say you would like to evaluate the
sine function at different points. As you saw previously, you could do this by just typing

sin(x)

where x is the value of interest.
For example, type

sin([0 pi/2 pi 3/2*pi 2*pil)

to evaluate the sine function at some significant points of interest.
Predictably, the result is

ans =
0 1.0000 0.0000 —1.0000 —0.0000

Now, you can do this with function handles. To do so, type
h = @sin

You now have a function handle / in your workspace. It represents the sine function.
As you can see in your workspace, it takes memory and should be considered analogous
to other handles that you have already encountered, namely figure handles.
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The function feval evaluates a function at certain values. It expects a function as its first
input and the values to-be-evaluated as the second. For example, typing

feval(h,[0 pi/2 pi 3/2*pi 2*pil)
yields

ans =
0 1.0000 0.0000 —1.0000 —0.0000

Comparing this with the previous result illustrates that passing the function handle
worked as expected.

You might wonder what the big deal is. It is arguably as easy—if not easier—to just
type the values directly into the sin function than to formally declare a function handle.

Of course, you would be right to be skeptical. However—at the very least—you will save
time typing when you use the same function over and over again—given that you use func-
tion handles that are shorter than the function itself. Moreover, you can create more suc-
cinct code, which is always a concern as your programs get longer and more intricate.

More importantly, there are functions that actually do useful stuff with function han-
dles. For example, fplot plots a given function over a specified range. Typing

fplot(h,[0 2*pil)

should give you a result that looks something like that shown in Figure 2.18.

Now let’s consider another function that expects a function as input. The function quad
performs numeric integration of a given function over a certain interval. You need a way
to tell quad which function you want to integrate. This makes quad very powerful

1 T T T T T T FIGURE 2.18 fplot in action.
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because it can integrate any number of functions (as opposed to your writing a whole
library of specific integrated functions).

Now integrate the sine function numerically. Conveniently, you already have the func-
tion handle / in memory. Then type

>> quad(h,0,pi)
ans =

2.0000
>> quad(h,0,2*pi)
ans =

0
>> quad(h,0,pi/2)
ans =

1.0000

After visually inspecting the graph in Figure 2.18 and recalling high school calculus,
you can appreciate that the quad function works on the function handle as intended.

In addition, you can not only tag pre-existing MATLAB functions, but also declare your
own functions and tag them with a function handle, as follows:

>> q=@x) x."5—9.* x4+ 8 .* x"3 — 2.* x."2 + x + 500;

Now you have a rather imposing polynomial all wrapped up and neatly tucked away
in the function handle q. You can do whatever you want with it. For example, you could
plot it as follows:

>> fplot(q,[0 10])

The result is shown in Figure 2.19.

20000 : : : : : : : : : FIGURE 2.19 A polynomial in g,
plotted from 0-10.
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EXERCISE 2.30

Try integrating a value of the polynomial. Does the result make sense?

EXERCISE 2.31

Do everything you just did, but using  Try declaring your own functions and eval-
your own functions and function handles. uating them, e.g. “vice” or “virtue”.

SUGGESTION FOR EXPLORATION

Find another function that takes a  MATLAB help function. See what it
function handle as input by using the does.

Finally, you can save your function handles as a workspace. This way, you can build
your own library of functions for specific purposes.

As usual, there are many ways to do the same thing in MATLAB. As should be clear by
now, function handles are a convenient and robust way to pass functions to other func-
tions that expect functions as an input.

2.7 THE FUNCTION BROWSER

Since release 2008b (7.7), MATLAB contains a function browser. This helps the user to
quickly find—and appropriately use—MATLAB functions. The introduction of this feature
is timely. MATLAB now contains thousands of functions, most of which are rarely used.
Moreover, the number of functions is still growing at a rapid pace, particularly with the
introduction of new toolboxes. Finally, the syntax and usage of any given function may
change in subtle ways from one version to the next.

In other words—and to summarize—even experts can’t be expected to be aware of all
available MATLAB functions as well as their current usage and correct syntax. A crude
but workable solution up to this date has been to constantly keep the MATLAB “Help
Navigator” open at all times. This approach has several tangible drawbacks. First, it takes
up valuable screen real estate. Second, it necessitates switching back and forth between
what are essentially different programs, breaking up the workflow. Finally, the Help
Navigator window requires lots of clicking, copying and pasting and the like. It is not as
well integrated in the MATLAB software as one would otherwise like.
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The new “function browser” is designed to do away with these drawbacks. It is directly
integrated into MATLAB. You can now see this in the form of a little fx that is placed just to
the left of the command prompt, at the far left edge of the command window. Clicking on it
(or pressing Shift and F1 at the same time) opens up the browser. Importantly, the functions
are grouped in hierarchical categories, allowing you to find particular functions even if you
are not aware of their name (such as plotting functions). The hierarchical trees can be rather
deep, first distinguishing between MATLAB and its Toolboxes, then between different func-
tion types (e.g., Mathematics vs. Graphics) and then particular subfields thereof. Of course,
the function browser also allows to search for functions by name. Type something in the
search function field provides a quick list of functions that match the string that was input-
ted in the field. The list of functions also gives a very succinct but appropriate short descrip-
tion of what the function does. Hovering over a given entry with the cursor brings up a
popup window with a more elaborate description of the function and its usage.

Finally, the function browser allows to drag and drop a given function from the
browser into the command window.

Figure 2.20 illustrates the use of the function browser for a function introduced in this
chapter, isnan.

>>

E‘b

Cateqories
£ MATLAB
[ Desktop Tools and Development Environment
£ Mathematics
5 Arrays and Matrices
(£ Basic Information

fx disp
fx display
fx isempty
fx isequal
Jx isequalwithequalnans
Jx isfinite

isnan More Help...

Array elements that are NaN

TF = isnan(A) returns an array the same size as A containing
reating Mahis as equal logical 1 {true) where the elements of & are NaNs and logical 0
nite ( false) where they are not. For a complex number z,
Ji'-\' isfloat loating-point array isnaniz) returns 1if either the real or imaginary part of zis
.’T-’: isinf at are infinite NaN, and 0 if both the real and imaginary parts are finite or Inf.
Jx isinteger Determine whether input is integer array
7% islogical Determine whether input is logical array For any real &, exactly one of the three quantities
J7< isnan Array elements that are Nal isfinite(A), isinf(A), and isnan () is equal to one.
1% isnumeric
fx isscalar
fx issparse
fx isvector
7% length
fx max
F min
Fx ndims Mumber of arr.
7% numel Mumber of
fx size Array dimensions
() Elementary Matrices and Arrays
[ Array Operations
() Array Manipulation
3 Specialized Matrices
(3 Linear Algebra
() Elementary Math
(2 Polynomials
(£ Interpolation and Computational Geometry
All products

f% >> [7 < I

m

5

FIGURE 2.20 The function browser.
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2.8 SUMMARY

This tutorial introduced you to the functionality and power of MATLAB. MATLAB con-
tains a large number of diverse operators and functions, covering virtually all applied
mathematics, with particularly powerful functions in calculus and linear algebra. If you
would like to explore these functions, the MATLAB help function provides an excellent
starting point. You can summon the help with the help command. Of course, you will
encounter many useful functions in the sections to follow. Before we move on, a brief
word on errors. You have probably encountered your fair share of errors at this point. Try
to embrace them. Errors are not mistakes. Errors are just MATLAB’s way of saying that it
did not understand a particular input. It is doing you a favor by pointing out what is
wrong (even if some error messages can be quite cryptic). While this can be a trying expe-
rience, error messages help to improve the code. The same is not the case for mistakes. If
you make a mistake in the program (if there is logical problem), MATLAB won't say any-
thing, but the program won’t be doing what you think it is doing. This is a real problem.
To put this differently: Mistakes are errors that are not caught. Having MATLAB throw
errors is frustrating, but it is better than the alternative. Speaking of frustration. ..

Try not to get too frustrated with MATLAB while learning the program and working
on the exercises. If things get rough and the commands you entered don’t produce the
expected results, know that MATLAB is able to provide much needed humor and a suc-
cinct answer to why that is. Just type in the command why.

MATLAB FUNCTIONS, COMMANDS, AND OPERATORS COVERED
IN THIS CHAPTER

help load cos
helpwin clear close
helpdesk length title
helpbrowser size set

+ linspace FaceColor
- logspace linewidth
* ! rref

/ ./ loglog

0 ¥ semilogx
A N semilogy
log find stairs

exp == pie
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sin

pi

format

;

eye
ones
zeros
rand
randn
who
whos
save
ylim
ginput
markersize
corrcoef

xlsread

Xor
any
all
plot
bar
hist
figure
hold
isnan
histfit
xlabel
feval

fplot
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sound
function
for

while
end

Yo

if

else
pause
subplot
surf
mesh
meshgrid
shading
colormap
xlim

@

quad
why

doc
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CHAPTER

3

Mathematics and Statistics Tutorial

3.1 INTRODUCTION

Not everyone who intends to start practicing the neurosciences can be expected to do
so with a perfect knowledge of mathematics. As a matter of fact, due to the inherently
interdisciplinary nature of the field, it would be quite surprising if this were the case.
Educational backgrounds are diverse, and not everyone is privileged enough to hail from
a “math-heavy” one as afforded by physics, computer science, or engineering (to be sure,
plenty do, but they tend to be similarly challenged by a lack of prior exposure to biological
concepts). This state of affairs can usually be traced to the quality and style of the typical
high school and college education in mathematics, which tends to be heavy on proofs and
rote memorization of formulae, but falls short on good explanations that could foster con-
ceptual understanding, visualization, and establishing a working knowledge that allows
problem solving. In reality, the only thingk most people actually learn (in terms of long
term retention) from their high school education in mathematics is that the field is deeply
foreign and full of alien and intimidating topics that can trigger deep-seated insecurities.
But people do learn, so most usually stay clear of math-heavy fields after an initial nega-
tive exposure if they can help it, further solidifying the deficiency. Worse than just the
absence of knowledge, many people are actively avoiding math. In our information-based
society, few admissions of ignorance are received with such impunity and, indeed, acclaim
as that of “not getting math.” Math phobia has swept wide parts of the population and is
flaunted as a badge of honor. The biological sciences are not immune from this; citations
of a paper drop 35% for every additional equation per page (Fawcett et al., 2009). Yet a
solid and workable knowledge of some key mathematical concepts is absolutely indispens-
able if one is to follow and partake in contemporary neuroscience research. There is no
question that not overcoming the acquired fear of math will be severely limiting if not
debilitating to the budding researcher, a state of affairs that will only get more severe as
the mathematization of neuroscience progresses relentlessly. Such self-limitation is need-
less, and it is a shame that droves of budding researchers trying to uncover answers to
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questions they care about passionately find themselves in this situation without any fault
of their own.

Thus, the purpose of this tutorial is largely therapeutic in nature. We will focus on
introducing a few key concepts in linear algebra and statistics that are central to neurosci-
ence research. We will do so in the most gentle and affirming way possible. In the process,
the reader will (hopefully) realize how MATLAB® itself can be used to help overcome
math anxiety. One piece of advice upfront: If you know that looking at an equation raises
your blood pressure, there is a straightforward trick to calm the nerves. Simply translate
the equation into a series of MATLAB commands. Every equation ultimately corresponds
to a couple of lines of code. Once you get familiar with MATLAB, even the most intimidat-
ing looking equation will lose its sting.

In addition to this primary goal, we will also set up the mathematical groundwork for
the math that is used in the rest of the chapters, so that there are no bad surprises later on.

If you feel already sufficiently steeled in the art and practice of mathematics, you can
safely skip this tutorial. If you are on the fence, you probably need the reminder (in spite
of the central importance of explanations, math is effectively a motor skill; it benefits tre-
mendously from practice).

We explicitly focus on a gentle introduction here, as it serves our purposes. If you are in
need of a more rigorous or comprehensive treatment, we refer you to Mathematics for
Neuroscientists by Gabbiani and Cox. If you want to see what math education could be like,
centered on great explanations that build intuition, we recommend Math, Better Explained
by Kalid Azad.

3.2 LINEAR ALGEBRA

Linear algebra is as fitting a topic as any with which to start this tutorial. As it so hap-
pens, the central concept of linear algebra, the matrix, is also the principal data structure
underlying MATLAB itself. MATLAB is at its best when it comes to the manipulation of
matrices. Linear algebra is, broadly speaking, the study of matrix manipulations.

But what is a matrix and why is it so central? Didn’t we get in enough trouble when we
started to mix the alphabet into equations back in middle school? What does the concept
buy us? Why is it a suitable representation, and of what exactly?

We will discuss these issues in turn.

3.2.1 Matrices, Vectors, and Arrays

To avoid confusion, we need to clarify some concepts and the terms we use to reference
these concepts. In linear algebra, the term scalar refers to a nondimensional quantity,
whereas values commonly refers to vectors, matrices, or arrays. Informally, the terms
matrix, vector, and array are sometimes used interchangeably, but more formally, an array
is a set of numbers organized by a finite number of fixed sized dimensions. Within
MATLAB, the term array can also denote a data structure, a set of numeric values.
However, in this tutorial, we will use “array” in its mathematical sense.

A matrix is a two-dimensional array of numbers or variables. Matrices are usually
depicted as a rectangular group of numbers, with rows and columns corresponding to the
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two dimensions. If there are more than two dimensions, we would call it a “tensor,” but
let’s not get into that at this point. The sizes of the two dimensions of a matrix are often
written as m X n, where m indicates the number of rows and # indicates the number of col-
umns. Here is an example of a 2 X 3 matrix, A:

_ (2 4 8
A= (1 7 3)
In MATLAB, we use square brackets for defining a matrix. The following MATLAB
code defines a matrix A with the above values. The matrix name is usually capitalized.

>> A=[2 4 §1 7 3]
A =

2 4 8

17 3

The entire content of the matrix is contained by the square brackets, and a semicolon is
used to separate the rows.

In contrast to a matrix, a vector is a one-dimensional array of numbers or variables. An
individual row or column of a matrix can be identified as a row vector or a column vector.
Here is an example row vector B from matrix A, above:

B=(2 4 8)
Just like matrices, vectors are also entered into MATLAB with square brackets.
B=1[2 4 8]

Note that no semicolons appeared within the square brackets for the definition of B.
This was because B has only a single row.

You can refer to a particular element in a matrix by its row and column placement. So,
for the matrix A, the element in the first row and third column is the number 8. These two
values identifying an element within the matrix are called indices. Likewise, an element of
a vector can be identified with a single index.

In MATLAB, indices can be specified using parentheses to select elements from matri-
ces or vectors. For example,

A(1,3)
A vector would need only one index.
B(2)

Some matrices are special and can be categorized further. We will refer to these defini-
tions in the following sections.

Square matrices are those matrices where both dimensions are equal. Square matrices in
which only the values along the main diagonal are non-zero are called diagonal matrices.
Here is an example:

3 00
cC=10 7 0
0 01
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Finally, diagonal matrices where all the non-zero values are 1 are termed identity matri-
ces. The capital letter I is usually reserved in linear algebra for representing identity matri-
ces. Here is an example of a 4 X 4 identity matrix:

00

oo o
S O
— O O O

0
1
0

Often in linear algebra, an identity matrix is referred to as “the identity matrix,” with
dimension inferred from context, and subsequent sections will adhere to this convention.
MATLAB has a special function for creating an identity matrix of any desired size: eye(n),
where # is the dimension desired.

>> eye(3)

ans =
100
010
0 01

There is a reason MATLAB has its own function for the identity matrix. It plays a cen-
tral role in linear algebra, as will become clear in the rest of this tutorial.

3.2.2 Transposition

One common operation on matrices is transposition. Transposition flips rows and col-
umns; each row of the original matrix becomes the corresponding column of the new
matrix. In mathematical notation, transposition is usually indicated with the superscript ¢.
Here is how we would write the transposition of the matrix A defined in the previous
section.

1 2
Al=[7 4
3 8

You carry out this operation in MATLAB by using the punctuation ' after the matrix
name: In this case, A'.

>> A’

ans =
1 2
7 4
3 8

These preliminaries might seem excessive, but a precise nomenclature of operations
matters a lot in linear algebra. It will soon become obvious why.
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3.2.3 Addition

Addition is an operation that is defined for two matrices or two vectors of the same
dimensionality. Adding matrices algebraically is adding corresponding components to
form a new matrix. Thus, each of the two matrices or two vectors being added must con-
tain only elements that correspond with those in the other. Because addition is defined
only for cases where the two values being added have the same dimensionality, cases
where the dimensionality differ, such as adding A from the previous section with its trans-
pose, would be termed undefined or meaningless. But you don’t actually have to worry
about this. MATLAB will literally not let you add matrices with differing dimensionalities;
it will complain that there has been an error and that “Matrix dimensions must agree,” all
red and bothered (unless you changed the color preferences).

Here is an example of matrix addition. We define the matrix F as

F_ (10 20 30
5 10 15

_(2 4 8\, (10 20 30\ _ (12 24 38
A+F‘<1 7 3)+<5 10 15>_<6 17 18)

EXERCISE 3.1

Add A+ A in MATLAB.
Add A + F in MATLAB.
Add F + F in MATLAB.

3.2.4 Scalar Multiplication

If this is starting to look to you like we are retracing our steps from elementary school,
you would be right. All operations you learned in first grade for actual numbers have their
corresponding operation for arrays in linear algebra (except for transpose; that wouldn’t
make any sense for scalars, as each scalar is its own transpose, so we mercifully skipped
that in elementary school; now you know). Note that if you add A to itself, as in Exercise
3.1, the resulting matrix has values double to those of the corresponding values in A. This
suggests a simple definition for the scalar multiplication of a matrix. Indeed, when a
matrix is multiplied by a scalar value, each element of the matrix is simply multiplied by

that number.
5A-5 2 4 8\_(5-2 54 5-8\_(10 20 40
17 3 5.1 5.7 5-3 5 35 15
In MATLAB, a scalar multiplication is performed with an asterisk, if one of the multipli-
cants is a scalar number.
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>> 5*A
ans =
10 20 40
5 35 15

EXERCISE 3.2

Evaluate 7F in MATLAB, using the matrices A and F defined in the previous section.
Evaluate 2A + 3F in MATLAB.

3.2.5 Matrix Multiplication

So far, so simple. But this is the precise point where things get hairy and the majority of
students get lost with linear algebra. This is because matrix multiplication is the first point
where the analogy to elementary school math starts to break down. As you already learned
elementary school math, this highly practiced cognitive template will start to interfere with
learning this crucial step. We urge you to pay extreme attention to matrix multiplication and
practice it as much as you can to override your strong cognitive priors. As most of linear
algebra crucially hinges on matrix multiplication, this dire warning is not overstated. This is
the point where you most likely will get lost, if you get lost. So proceed with the utmost care.

Multiplication can also be defined for two matrices or for two vectors. When you multi-
ply two matrices together, AB, each element of the resulting matrix, C, is the sum of the
corresponding row elements of A times the corresponding column elements of B. In other
words, all elements of C may be obtained by using the following simple but perhaps coun-
terintuitive rule (we are not big fans of rote memorization, but it pays to memorize this
one by heart; otherwise, it will haunt you forever):

The element in row i and column j of the product matrix AB is equal to the row i of A
times the column j of B, added.

Here is an example with two square matrices C and D.
D= 1 2\/5 6\ [/1.-5+2.7 1-6+2-8
3 4)\7 8 3-5+4-7 3-6+4-8
19 22
CD=
43 50
This definition constrains the dimensionality of the two matrices or vectors in a matrix
multiplication. For two matrices A and B, the number of columns in A must match the
number of rows in B for the product AB to be defined. Also, the dimensions of the product
are m X n, where m is the number of rows in A and n is the number of columns in B.

If you try to multiply “incompatible” matrices (in terms of dimensionality), MATLAB
won't let you do it and will inform you of this fact.
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Matrix multiplication can occur between a vector and a matrix, provided that both meet
the dimensionality constraints.

e (2 4 8> >\ (2.5+4.6+8.3> _ (58)
17 3 3 1.5+76+33 56

Observe that AB is not the same as BA, throwing off elementary school intuitions.
Unlike scalar multiplication, matrix multiplication is not commutative; in general, matrices
do not commute under multiplication. In the mathematical sense, commuting has nothing
to do with traveling to your place of business. It simply means, as stated above, that AB is
not the same as BA. It is extremely important to keep this property in mind when manipu-
lating non-scalar values in algebraic equations.

In MATLAB, matrix multiplication also uses the asterisk like scalar multiplication, but
both multiplicants are now non-scalars:

>> B = [1;6;3];
>> A*B
ans =

58

56

EXERCISE 3.3

Verify the matrix product CD above in MATLAB.

Much like in non-matrix multiplication where every number N has a reciprocal such
that N- & =1, matrix multiplication defines the concept of an inverse. However, unlike
with scalar multiplication, only some matrices have inverses. We were not kidding when
we mentioned that matrix multiplication is where the vanilla world of elementary school
scalar multiplication is shattered.

The inverse of a matrix D, D™}, is the matrix that, when multiplied with the original
matrix, equals the identity matrix:

DD '=1]

Note that this definition requires that the matrix D be square. This falls out from
the constraints of matrix multiplication and the definition of the identity matrix as a
square matrix.

So, for example, if we define D as

then its inverse D! is
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pi_ (7 3
5 -2

EXERCISE 3.4

Use MATLAB to demonstrate in an example that the matrix product DD is indeed the
identity matrix.

For your convenience, MATLAB provides a function inv(A), which calculates the
inverse of a matrix.

>> inv(D)
ans =

-7 3

5 -2

As mentioned above, only square matrices have a defined inverse. Even among square
matrices, not all have inverses. The MATLAB function inv() returns Inf in such cases. For
instance, the matrix X below looks completely innocent, but alas, it does not have an inverse.

>>X=[2 313 1/2]

X =
2 3
0.3333 0.5
>> inv(X)
Warning: Matrix is singular to working precision.
ans =
Inf Inf
Inf Inf

As MATLAB’s warning implies, such square matrices without inverses are termed sin-
gular. We will discuss criteria for assessing when a matrix has a defined inverse when we
discuss determinants, in Section 3.2.6.

3.2.6 Geometrical Interpretation of Matrix Multiplication

In addition to linear algebra, there is also a corresponding geometrical interpretation of
matrix-vector multiplication that can be extremely useful. First, see what happens when a
vector is multiplied by a scalar. Suppose that

()

You can plot the vector B on the Cartesian plane if you assume that the x-component of
the vector is the element in the first row and the y-component of the vector is the element
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in the second row. In such cases, we can define unit vectors x = <(1)> and 7= <(1)>

Therefore, the vector B can be written in terms of simple and elementary unit-length com-

ponent vectors as B=3x + 47 =3 < é) +4 < 0 ) . This can be readily seen by substituting the

1

definitions for x and y into the equation for B:

4.5}

35+

25}

15}

05}

() ()
s=(2)+ (1)
()

This decomposition in terms can be demonstrated in MATLAB as well.
>> x = [1;0];

>> vy =1[0;1];
>> 3*x + 4%y
ans =

3

4

>> B = 3*x + 4%y
B =
3

=~

This results in the graph shown in Figure 3.1.

FIGURE 3.1 This figure shows the vector B plot-
ted in the x,y coordinate space.

0 05 1 156 2 25 3 35 4 45 5
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Next, you can multiply the vector B by a scalar, 2, to get:

>> 2*B
ans =

6

8

If you plot this new vector alongside B, then you get the graph shown in Figure 3.2.
Notice that multiplying a vector by a scalar changes only its length. It does not
change the direction of the vector. Now see what happens when a vector is multiplied by

a matrix.
|11
a=[4 1)

EXERCISE 3.5

What is the product A times B? Use MATLAB to calculate this product. Is it the same as
B times A?

Since the matrix A is square, the product of A and B has the same dimensions as the
vector B (in this case, both are 2 X 1). Therefore, you can plot the vectors A * B and B on
the same graph to obtain the result shown in Figure 3.3.

Here, you can see that multiplication of vector B by the matrix A has resulted in rotating B
counterclockwise and stretching it out. Now, try another example, where A is the same, but:

()

10 ' ' ' ' T T T T T FIGURE 3.2 This graph shows the result of multi-
9l plying the vector B by a scalar (the value 2).
8r 4
7t i
6 ]
5r 4
4t ]
3t ]
2t ]

11 ]
0 . . . . . . . . .
0 1 2 3 4 5 6 7 8 9 10
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16 " " " " " " FIGURE 3.3 Multiplying the vector B (blue) by the
14 matrix produces the rotated and rescaled vector in red.
121

10

o N~ O

6 FIGURE 3.4 Multiplying the matrix A by the vector
B=(1 2) (in blue) produces a vector with the same

51 direction but different magnitude (in red).

41

31t

2L

11

0 L

0 0.5 1 15 2 25 3

EXERCISE 3.6

What is the product A times B? Plot the  direction of the product, relative to the
product in MATLAB and B on the same  vector B? Can you express the product in
graph. What do you notice about the terms of B alone?

If you plot B and AB on the same graph, then you get the result shown in Figure 3.4.

In this case, multiplication of the vector B by the matrix A is equivalent to multiplica-
tion of B by a scalar—in this case 3. It turns out that this scenario is a general one. For
many square matrices A, there exist corresponding vectors B such that
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AB=)\B

where ) is a scalar constant. (So, in the previous example, A = 3.)

Geometrically, this means that for a given matrix A, there is a vector B that does not
rotate when multiplied by A. The scalar A is called an eigenvalue of the matrix A. The
invariant vector B is called an eigenvector of the matrix A, and each eigenvector B is associ-
ated with a particular eigenvalue .

While we mentioned this concept in passing, it pays to do a full stop and truly appreci-
ate the concept. It is even more fundamental to linear algebra than matrix multiplication
itself. There are quite a few people who spend their days calculating eigenvalues of sys-
tems (represented by matrices). Even worse, there are plenty of intellectual posers who fail
this basic academic shibboleth; they tellingly refer to them as “Igon values” instead
(Gladwell, 2009). You don’t want to be that guy. Seriously, throwing buzzwords around is
all fun and games, but we want you to actually understand them. Only if you understand
these concepts can you meaningfully work with them, and we assure you that you will be
dealing with eigenvalues and eigenvectors as long as you do linear algebra. And you will
probably be doing linear algebra as long as you are doing science. As for how long you
want to do science, that’s up to you.

Back to eigenvectors, there is actually a relatively simple visual interpretation. Imagine
rotating a globe around its axis (or imagine the actual planet earth spinning around its
axis on a daily basis). The values on this axis are rotation invariant: They do not change
when the system is rotated. You can imagine that these are special values and it is impor-
tant to know them, as they characterize in a way what the system as a whole (the spinning
earth) is doing. If the system was doing something else, the values would be different.

We do believe that in addition to this visual you get the best appreciation for eigenvec-
tors and eigenvalues not by reading or writing about them, but by working with them,
which is exactly what we will do in the next few sections, where we will discuss how to
determine eigenvectors/eigenvalue pairs for square matrices and their applications.
However, before we can cover eigenvectors and eigenvalues, we need to discuss the deter-
minants of matrices.

3.2.7 The Determinant

As discussed earlier, only some square matrices actually have defined inverses. The
determinant is a value (defined only for square matrices) that aids in determining whether
a matrix has a defined inverse or not. In addition, the determinant aids in identifying
whether a matrix has eigenvectors as well.

The definition of the determinant for larger matrices is complex, and, for completeness,
we refer the reader to a suitable reference. For 2 X 2 matrices, however, the determinant is
a relatively simple expression. Defining the matrix A as

(1}

the determinant is defined as ad — bc, multiplying then subtracting the values on the two
diagonals of the matrix. The determinant is written in linear algebra as det() around a

I. FUNDAMENTALS



3.2 LINEAR ALGEBRA 69

matrix or as vertical bars. The following equation shows the two notations and the value
of the determinant for 2 X 2 square matrices.

a b\ _|a b
det(c d>_cd

MATLAB provides a function det() that calculates the determinant of a matrix for you.

’=ad—bc

EXERCISE 3.7

Use MATLAB to calculate the determinant of the matrix D = (é ;)

Now you know how to calculate it. But why would you want to? The value of the deter-
minant can be used to determine (hence the name: It actually determines a range of other
matrix properties as well) whether a square matrix has a defined inverse. A square matrix
has a defined inverse if and only if the determinant of that matrix is nonzero (As we saw
earlier that such matrices with zero valued determinants and no inverse are called singular.)
This can be seen by attempting to determine the value of a matrix inverse analytically.

Let the matrices A and A™' be defined as

() oG

For A™' to be the inverse of A, AA™" must equal the identity matrix. This generates a
set of equations in the elements of both matrices:

ae+bg=1
fa+bh=0
ce+gd=0
fe+hd=1

Ideally, we would want to represent the elements of A~ 1Vin terms of a,b,c,d; the elements
of A. Starting with ce + gd =0, the value of e is

cetgd=0

ce=—gd

4
Cg

Substituting this value for e into the equation ae + bg =1 results in an equation using
only one term from A™', ¢

ae+bg=1

d
u(—cg> +bg=1
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ad
Lad e\
c c 8=
bc —ad
(s

_
3 bc —ad

This yields an expression for the element g of A" solely in terms of elements of the
original matrix A, and this process can be repeated for the other three elements of A~
However, in rearranging terms, the equation was divided by the term bc —ad, implying
that this term must not be zero (as no one can divide by zero). You may recognize this
term as the negative of the 2 X 2 determinant defined above, bc —ad. Thus, if the determi-
nant is zero, the system of equations identified by the inverse has no solution. QED.

3.2.8 Eigenvalues and Eigenvectors

Recall that finding the eigenvalues and corresponding eigenvectors of a square matrix
A is equivalent to solving for scalar A and vector B such that

AB=)B

One valid but obviously degenerate solution to this equation is the zero vector,

- (2).

regardless of the matrix A, as long as A is a 2 X 2 matrix. The zero-vector solution is called
the trivial solution and will not be of interest here (it is rather of interest to philosophical
discussions of mathematical conceptualizations of death). Thus, to limit solutions to the
non-trivial solutions, we will require that any solutions for B not be zero vectors.

The eigenvector equation is AB = AIB, where [ is the identity matrix. This can be rear-
ranged as:

AB = \IB
AB—AB=0
(A—AD)B=0

If the matrix (A — Al) has an inverse, then multiplying through this equation by the
inverse gives:

(A=X)"Y A= ADB=0
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Because a matrix multiplied by its inverse is the identity, this would imply that

(A—X)"' (A= A)B=0

IB=0

IB=0
which is exactly the trivial solution that you do NOT want, which means that (A — Al)
must not have an inverse if nontrivial solutions for B exist. Recall from the previous sec-
tion that a matrix has no inverse if its determinant equals zero. So, for (A — AI), nontrivial
solutions for B exist only if det(A — M) =0. QED, yet again. This equation is called the
characteristic equation of the matrix A. It is the only equation you need to calculate the
eigenvalues and eigenvectors of a matrix.

Through the characteristic equation, we can solve for the eigenvalues of A, ), and then

we can use the values of A to determine the corresponding eigenvectors of A.
We use this now in an example calculation of eigenvectors and eigenvalues for the matrix

11
A=

41

11 10
A=\ = -2

41 0 1

1-A 1
A==

4 1-2

1-Xx 1
1-2

det(A — \I) = =0

(1-)*—4=0

You can solve the quadratic equation for A to get A ={ —1,3}. These are the eigenvalues
of the matrix A! You can solve for the corresponding eigenvectors as follows. For A =3,
the equation becomes

AB=3B

Substitute A into the preceding equation and let:

]/

G D)E)=0)-G 7 9)-()
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Solving the system of equations gives y = 2x. Thus, any B such that

= (5)

is an eigenvector of the matrix A corresponding to the eigenvalue A =3. Note that this
demonstrates that any vector with the same orientation will be invariant to changes in ori-
entation imposed by multiplication by A (recall the spinning globe).

EXERCISE 3.8

Find the eigenvector of A corresponding to the other eigenvalue, A= — 1.

In MATLAB, the command [V,D] = eig(A) will return two matrices: D and V. The ele-
ments of the diagonal matrix D are the eigenvalues of the square matrix A. The columns
of the matrix V are the corresponding eigenvectors.

EXERCISE 3.9

Use the MATLAB function eig() to calcu-  returned by eig(B). Demonstrate that this is
late the eigenvalues and eigenvectors of  the case for the matrix A defined earlier. This
matrix A. Provided that eigenvectors and relationship will be explored in depth in the
eigenvalues exist for some matrix B, the rela-  next section.
tionship BV =VD holds for the matrices

3.2.9 Applications of Eigenvectors: Eigendecomposition

Here we will describe a powerful theorem called the eigendecomposition theorem. This
theorem states:

For any n X n matrix A with distinct eigenvalues you can write:

A=VDV™!

where V is the square matrix whose columns are the eigenvectors of A, and D is the square diagonal
matrix formed by placing the eigenvalues of A along the primary diagonal of D.

Powerful stuff indeed. Note that the matrices V and D are exactly those matrices
returned by the MATLAB function eig()!
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This theorem allows any matrix A with distinct eigenvalues to be decomposed into a
diagonal matrix. This decomposition is especially useful in cases where a matrix needs to
be raised to a power:

AN =DV HN
AN =DV YWDV ) VDVY..(VDV )
AN =vDVv'vDV 'vDV ... VDV!

Note here that each pair VV ™' between diagonal matrices D is equivalent to the identity
matrix and thus drops out of the equation.

AN =vDDD.. DV!
AN =ypNy~1

Only the diagonal matrix D is raised to the power N. Recall that a diagonal matrix
raised to a power N is exceptionally easily calculated (raise each element of the diagonal
to the power N). Thus, raising a matrix with distinct eigenvalues to a large power becomes
a far simpler calculation.

EXERCISE 3.10

Use the eigendecomposition theorem to  the previous section. Verify that this is equal
calculate A*, where A is the matrix defined in  to A* by calculating the value in MATLAB.

3.2.10 Applications of Eigenvectors: PCA

The eigendecomposition theorem can be used in many remarkable ways. In this section,
we will explore one application, principal component analysis (which we will revisit with
practical examples in Chapter 17 of this book). Principal component analysis provides a
means of identifying the independent axes responsible for major sources of variability in a
multivariate sample. Once these axes are identified, the axes can be used for classification
and simplification of the data. For instance, if two dimensions capture all the variability
inherent in 200 dimensions, the data can be simplified to the “loading” of the data on
those two dimensions. This will become clearer later on.

Let X be a set of data represented as an m X n matrix X, where m is the number of data
points and n is the number of dimensions in the data set. For this data, we can calculate
an n X n covariance matrix Y. According to the eigendecomposition theorem, we can rep-
resent ¥ as ¥ = VDV ~!. Under this reformulation, the eigenvectors form a new set of axes
that indicate independent directions of variance. One can see this by a rearrangement of
the equation:

Y =vDVv!
YV =vVDV'lv
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YV =VD
Vv =v"lvD
VXV =D

Thus, through the rotation and scaling of the eigenvector matrix, the original covariance
matrix can be transformed into a diagonal covariance matrix, eliminating covariance
altogether.

Equally significantly, if the eigenvectors are normalized, then the eigenvalues indicate
the relative contribution of each of the eigenvectors to the covariance matrix. For large
datasets, the relative weights provided by the eigenvalues can be used to reduce the
dimensions of the data.

We will use an example.

Load the data file data.mat.

You'll notice that the included matrix is a 50 X 3 matrix of data, corresponding to 50
samples of a three-valued vector quantity. Because this data has more than two dimen-
sions, visualizing this data is fairly difficult. We will use PCA to remap the data to new
axes that better represent the variance of the data.

First, we can use the MATLAB cov() function to generate the covariance matrix:

>> cov(M)

C =
0.8874 1.772 0.054
1.772 3.544 0.114
0.0542 0.114 0.676

Next, we will calculate the eigenvectors of C:

>> [V, D] = eig(C);

>>D
D =
4.435 0 0
0 1.601e—03 0
0 0 6.720e — 01

The value of D shows the three eigenvalues. Note that one of the eigenvalues is far
smaller than the other two (1.601e — 03). This indicates that the corresponding eigenvector
(column 2 of V) only weakly contributes to the covariance matrix. As a demonstration of
this, we will apply the eigenvector matrix V to the original data and examine the data:

>> V_inv = inv(V);
>> m_rot = V_inv * m;
>> var(m_rot(:, 1))
ans =

4.346
>> var(m_rot(:, 2))
ans =

0.00157
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>> var(m_rot(:, 3))
ans =
0.659

Note that these variances of the modified data set match the eigenvalues of the original
covariance matrix. Just as important, the variance corresponding to the second axis is sub-
stantially smaller than the other two. Because of this discrepancy, we can omit this axis in
the rotated data set while still preserving the variance of the original data.

3.3 PROBABILITY AND STATISTICS

3.3.1 Introduction

The intent of this section is a brief, rapid introduction to probability and statistics and
their use in MATLAB. This primer cannot hope to replace a good elementary statistics
sequence. That said, those readers with a less extensive background in statistics may find
this section useful. This primer expects a basic understanding of calculus and a passing
familiarity with MATLAB, such as what might be expected by having gone through the
introductory chapters of this very book.

3.3.2 Random Variables

Much of probability is built upon the concept of a random variable. A random variable
is a variable that can take any one of a number of defined values and whose actual value
is determined solely by chance. As a simple example, we will define a random variable X
to represent the outcome of a flip of a coin, where the value 1 denotes an outcome of
“heads” and a value of 0 signifies the outcome “tails.” With a fair coin, the probability of
heads or tails is equal.

Usually, we will represent the probability of an outcome as a rational number, often a frac-
tion. As a fraction, the numerator represents the number of outcomes that yield the event,
and the denominator represents the total number of outcomes in the system. So, in the case of
random variable X, the probability of a tails event is 1/2. There are two possible outcomes,
and the event of getting “tails” is the result of only one. Similarly, the probability of a heads
event is also 1/2. Together, the probability of a heads event or a tails event occurring is 2/2 or
1. This should make sense, as flipping an idealized coin should yield one or the other.

This property of probabilities, summing to one, is a general one, and in a formal treat-
ment of probability is usually defined axiomatically. This usually includes three axioms:

1. Probability is always nonnegative.

2. The probabilities of all possible events sum to one.

3. The probability of any of multiple mutually exclusive (nonoverlapping) events is the
sum of the individual event probabilities.

These three are also known as the “Kolmogorov axioms” and form the traditional axi-
omatic foundation of probability theory.
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EXERCISE 3.11

Let Y be a random variable Y whose 5? What is the probability of an even num-
result is the roll of a six-sided die. What are  ber? What is the probability of rolling a
the outcomes? What is the probability of a  number from 1 to 6?

We can generalize the coin flip example by allowing the probabilities of the two out-
comes to differ from 1/2. Under such a generalization, a random variable having two pos-
sible outcomes is called a Bernoulli random variable. Unlike the case of X, where we
modeled a coin flip, a Bernoulli random variable does not necessarily have equal probabil-
ities for the two outcomes. The probabilities for both must, however, sum to one.

Given a Bernoulli random variable Y, with probability p of outcome 1 and probability
(1 —p) of outcome 0, we denote the probability of an outcome 1 of Y as Pr(Y =1). Here,
Pr(Y =1) would be equal to p. We can define a function f(y) = Pr(Y = y) such that the value
of f(y) is the probability of value y of random value Y. In other words,

p, 1
fp=q d=p) 0
0, y¢1{1,0}

This function is termed the probability mass function (PMF) of random variable Y. It liter-
ally outlines where the mass of the probability of the variable lies.

Thus far, our example has focused on a single Bernoulli variable representing a single
binary outcome. As a more complex example, we can flip a coin multiple times and count
the number of heads. This can be represented as a sum of Bernoulli random variables. We
can also define a new type of random variable, a binomial random variable, to represent
this scenario.

Formally, given a series of n Bernoulli random variables X, Xj ... X, all with equal prob-
ability p of outcome 1 (Pr(Xp =1) =Pr(X; =1)= ... Pr(X, = 1) = p), a binomial random vari-
able Y represents the total number of positive (i.e., 1 valued) outcomes. We say here that n
represents the number of frials. Since each trial must have either a positive or negative (i.e.,
zero-valued) outcome, the total number of positive and negative outcomes must equal the
number of trials, and the number of negative (i.e., zero-valued) outcomes is n — Y.

Much like with Bernoulli random variables, we can define a probability mass function.
However, because a binomial random variable has more outcomes, this case is more com-
plex. Take a series of three coin tosses and a random variable Y representing the total
number of heads the series of flips (see Table 3.1).

There are now eight possible outcomes. This can be calculated quickly from 2° = 8. (Each
flip occurs independently of the others and doubles the number of outcomes in the series.
Thus, with 3 flips in the series, the total number of outcomes is 2 X2 X2 =8.) Of these 8§,
only one outcome involves 0 or 3 heads. 1 or 2 heads both involve 3 outcomes. With this
information and from this table, we can construct a probability mass function for Y.
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TABLE 3.1 This table shows the possible outcomes in a three coin flip
experiment and the total number of heads in each outcome.

Flips Number of Heads
TTT 0
TTH 1
THT 1
THH 2
HTT 1
HTH 2
HHT 2
HHH 3
1/8, y=0
3/8 =1
=138 v
1/8, y=3

Values below 0 or above 3 were omitted as they are necessarily 0 (these already sum up

to 1). In general, the probability mass function for a binomial random variable can be cal-
culated from the formula

flhkn, p) = (Z )pka -y

Here, n is the number of trials, p is the probability of a positive outcome on any one

trial, and k is the number of successes or nonzero-valued results. The notation ( might

k

look scary due to its unfamiliarity, but it is simply the number of combinations, also called

the binomial coefficient, and it can be calculated from (Z) = k,(n”—lk), The MATLAB func-

tion C = nchoosek(n, k) will calculate the number of combinations automatically for you:
>> C = nchoosek(3, 1)

C =
3

EXERCISE 3.12

Use MATLAB and the formula above to  coin toss example. Verify these values by
find a probability mass function for a four = enumerating the possible outcomes.
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For more complex distributions, a bar graph provides an excellent tool for visualizing a prob-
ability mass function. Figure 3.5 depicts the probability mass function for the probability of the
total number of heads for eight coin flips. With the probabilities in the vector p, the command

>> bar(0:8, p)

produced the plot shown in Figure 3.5. (The expression 0:8 generated the markers for each
bar at the bottom of the plot, denoting the number of successes.)

As n increases, you may notice that the probability mass function acquires a bulging
shape, where success counts near the middle of the possible range have much higher prob-
abilities relative to the probabilities of all heads or all tails. Descriptive statistics provides a
number of standard terms that we can use to characterize the distribution.

We can describe the central tendency of the distribution. We will discuss three common
ways of describing the central tendency of a distribution. The first is the mode. The mode is
defined as the most probable outcome in the distribution. From a bar graph depicting a
probability mass function, the mode is the outcome with the highest probability. The second
central tendency is the median. The median is defined as the outcome corresponding to the
point where the probability masses above or below the outcome are equal. This can also be
stated as the outcome for which the cumulative probability is equal to or exceeds 0.5.

The final central tendency that we will discuss is the mean. Occasionally, the term
expected value is also used to indicate the mean expected value. This term suggests an inter-
pretation for the mean, given a binomial random variable Y drawn from a known distribu-
tion, what value should you expect? We can define the expected value of a function f(x)
relative to a distribution for a random variable X as

Ex[f(0] = Y Pr(X =x)f(x)
xeX
or, the expected value of a function f(x) is the value of the function at x multiplied by the
probability of x, summed over all values x for the random variable X. The mean is defined
as the expected value of the function f(x) = x. So, the mean of the three coin toss example
discussed previously is

0.35 w T T T T T T T T FIGURE 3.5 Bar graph
0.3f
0.25¢
0.2t
0.15¢
0.1

0.05¢
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Ex[x]= > xPr(X=2x)

xeX
Ex[x]=0-1/8+1-1/8+1-3/8+2-3/8+3-1/8
Ex[x]=3/2

Clearly, the mean is not a valid number of successes (we cannot have a fraction of a coin
flip). The mean is not guaranteed to be a valid count for the variable in question.
Nonetheless, the empirical average of many trials or random variables will grow ever closer
to the true mean of distribution, assuming that all trials originate from the same underlying
distribution and are statistically independent. This property, that the empirical average
over many trials will approach the expected value, is called the Central Limit Theorem.

We can easily demonstrate that the mean for any Bernoulli random variable with proba-
bility p of outcome 1 is p:

Ex[x]= > xPr(X=1x)

xeX
Ex[x]=(1), + (01 —p)=p

As mentioned earlier, the mean provides a measure of the central tendency. What the mean
doesn’t provide is a measure of the dispersion of the data. One group of data may be widely
dispersed, and another may be tightly clustered, but both may have very similar means.

Unfortunately, we cannot simply use the sum of the differences between the random
variable and the mean as a measure of dispersion, as the positive and negative deflections
around the mean tend to cancel each other out, tending toward an expected value of zero:

Ex[(x=9)] = )_(x —DPr(X =1x)

Ex[(x —x)] = g(xPr(X =x) = xPr(X = x))
Ex[(x —%)] = f WPr(X =x)— > XPr(X =x)
Ex[(x — %) = x—X D xPr(X = x;EX

Ex[(x —®)]=%— xi Pr(X = x)

xeX
Ex[(x —%)]=%—-%1)=0

Instead, we can calculate the expected value of square of this difference (as they don’t can-
cel out), called the variance:

Var(x) = Ex[(x—%)°] = Y (x—%’Pr(X = x)

xeX
Var(x)= > (x> = 2x% + ¥)Pr(X = x)
xeX
Var(x) = Z ¥*Pr(X =x) — Z 2xxXPr(X = x) + Z ¥Pr(X = x)
xeX xeX xeX
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Var(x) = Z ¥?Pr(X =x) — 2% Z xPr(X = x) + x° Z Pr(X =x)

xeX xeX xeX
Var(x)= > ¥*Pr(X = x) — 2x(x) + ¥(1)
xeX

Var(x) = Ex[x*] — ¥*

Thus, the variance is the difference between the expected value of the random variable
squared and the square of the mean. Unlike the expectation of the difference between the
random variable and the mean, the variance is rarely zero. Because the variance is in units
equivalent to the square of the random variable, we will often use the standard deviation
instead, which is defined as the square root of the variance. The Greek letter sigma is often
used to represent standard deviation:

ox =/ Var(x)

By definition, sigma squared represents the variance of the random variable.

3.3.2.1 Sample Estimates of Population Parameters

Often when dealing with real data the actual distribution of values will not be known.
After collecting a set of data, one can look at the empirical distribution of the collected data. Is
that distribution necessarily an instantiation of the exact distribution of the population from
which the data was collected? Since each data point is a random variable in a sample that is
often considerably smaller than the population it was drawn from, the empirical distribution
of data will never match exactly, but (for most distributions) increasing numbers of samples
will allow a better approximation of the distribution of the (usually much larger) population.

When we discuss sample estimates of a distribution, we use a slightly different notation
from the notation we are used to for the actual distribution itself. The sample mean of a
set of random variables is denoted as ¥ rather than x. This mean of the sample forms an
estimate of the mean of the actual distribution and is calculated from a sample by

1
xX= Nzn:xn

or the sum of the values divided by the number of values. The estimate of the standard
deviation is written as s instead of o and is calculated as

The estimated variance is the square of this quantity, and is written as s°. You may note
the factor of N — 1 rather than N as with the mean. This results from the use of the empiri-
cally calculated mean in the estimate for the standard deviation. Because of this factor, this
value is often called the unbiased estimate of the standard deviation, as one degree of free-
dom is lost. Note that in practice you will almost always deal with sample estimates of
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these parameters, as you have access to a sample of data (sampled from the population at
large, but not equal to that population).

MATLAB provides the functions mean(), var(), and std() to estimate the mean, variance,
and standard deviation of a sample.

>>x=[2 3 5 9 5 6 7]
>> mean(x)
ans =
5.2857
>> var(x)
ans =
5.5714

EXERCISE 3.12

The MATLAB function normrnd(mu, exercise, generate a good number of random
sigma) generates random values that vary  values with normrnd(30, 10), and calculate
according to a normal distribution with  empirical estimates of the mean and standard
mean mu and standard deviation sigma. We  deviation. How do they compare to the
will discuss the properties of the normal dis-  known values (mean = 30, sigma = 10)?
tribution later on. For the purposes of this

3.3.2.2 Joint and Conditional Probabilities

At this point, we've explored single variable distributions fairly extensively. While
many phenomena can be modeled quite effectively with just a single independent vari-
able, this is not always the case.

Take for example the following scenario: Instead of one, you are now rolling two ordi-
nary six-sided dice on each trial. The total can be modeled as a single independent vari-
able, but it may be simpler in certain cases to treat the dice as two separate random
variables X and Y. Both variables would be from the same uniform discrete distribution,
so we say these are identically distributed.

With two random variables, we can discuss the probabilities of outcomes across both of
them at the same time. For example, P(x<2, y<3) is the probability that the result of the
first die is less than 2 and the result of the second is less than 3. This can be computed by
enumerating all the possibilities and determining the fraction that complies. In this case,
the outcomes are (1, 1) and (1, 2), so there are two possible outcomes that meet the criteria.
There are 36 possible outcomes, so the probability is 2/36. This probability over multiple
variables is called the joint probability over X and Y.

You may have noticed a relationship between the probabilities of each individual case
and the overall probability. In the context of multiple random variables, probabilities of
individual random variables are termed marginal, for historical reasons (there is nothing
inherently marginal about it; they were computed—manually—by writing probability
sums in the margins of a probability table). Thus, the probability P(x<2) in this context is
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a marginal probability. For P(x<2), there is one outcome out of six (for X alone, only
the first die is considered). Likewise, there are two outcomes where the die roll is less
than 3, so P(y<<3) is 2/6. The product of these two probabilities is equivalent to the joint:
P(X, Y) = P(X)P(Y). This general relationship, where the joint probability is the product of
the marginal probabilities, defines statistical independence. In other words, the outcome of X
and Y do not depend on one another. As we’ve defined our problem, we can say that X
and Y are independent and identically distributed (very frequently abbreviated as i.i.d.).

Many systems of variables will not be independent. If we take for example the previous
system in the context of a random variable Z representing the total of X and Y, the joint
probability is clearly not just the product of the individual probabilities. For example, take
the events of rolling a 12 total, and rolling a 6 on the first die (before looking at the out-
come of the second). In this case, P(x =6, z=12) is 1/36. However, the probability of roll-
ing a 6 is 1/6 and the probability of rolling a 12 on the two dice is 1/36. Thus, the
variables Z and X are not independent: the overall outcome rather strongly depends on
what was rolled on the first die.

Given the relationship between X and Z, we may want to express probabilities of cer-
tain events conditioned on other events having occurred. For example, if the first die
comes up 6, what is the probability that the total will be 12? (Hopefully, it is clear that the
probability of that total is 1/6, the probability of rolling a 6 with the remaining die. This
holds because the two die themselves are independent. This might seem confusing, but it
is important to keep in mind separately.) We can use a conditional probability to express
such cases. A conditional probability takes the form P(A|B), which is the probability of out-
come A, given that B has occurred. So, the previous example of rolling a 12 given one die
is already 6 can be written as P(z = 12|x = 6).

The joint, conditional, and marginal probabilities have the relationship

P(A|B)P(B) = P(A,B)

Thus, the joint probability of events A and B happening is equal to the conditional prob-
ability of A occurring if B occurs multiplied by the probability of B occurring. We can ver-
ify this in the case of the two-die scenario.

Pz=12|x=6) P(x=6)=P(z=12, x =6)

We know that the probability of P(z =12, x = 6) is 1/36, from the above. P(x =6) is 1/6
(remember, this is the probability of the first die coming up 6 considered entirely on its
own). As discussed above, P(z=12|x = 6) is also 1/6. Thus, the relationship holds true. It
is important to remember that this relationship holds even when the random variables are
not independent.

EXERCISE 3.13

Calculate the conditional probabilities: P(z <6|x=2)

P(z=10|x > 4) P(z=12|x=5)
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A serious drawback of using dice examples in most introductory treatments of probability
is questionable relevance. It is understandable why these examples are used so often; a tightly
constrained problem allows for establishing the concepts with great mathematical precision.
However, most of us are hopefully not spending the majority of our days throwing dice.
Introducing real world examples is dicey, as most real world examples map onto such funda-
mental concepts in multiple ways. No matter which topic you pick, this holds; you will imply
a relationship (sometimes a causal relationship) between variables that can a priori be con-
ceptualized as independent. But that is what science is all about: finding these relationships.

Ultimately, a conditional probability indicates that additional information is known about
the problem space. Science establishes this information; society uses it beneficially. For
instance, an insurance company might assess your risk of dying within the next 10 years dif-
ferently if they knew that you are overweight, smoke, and don’t exercise. In a way, all of life
is about harvesting the information expressed in conditional probabilities, and optimizing
one’s outcomes in the face of uncertainty. It is now cliché that half of marriages end in
divorce. It is less well-known that there are pretty solid conditional probabilities involved; the
outcome strongly depends on educational and financial status as well as number of previous
sexual partners. Put differently, while the probability of divorce for any couple selected ran-
domly is around 0.5, the conditional probability can be far from 0.5 under certain conditions.

Another common situation arises in a medical context. For instance, the probability of a
baby to have Down’s syndrome is about 1/700. However, the conditional probability is as
high as 1/20, given that the mother is over 45 years old. Similarly, the conditional proba-
bility that a child will develop autism is four times higher than the unconditional probabil-
ity if it is known that the child is male.

We can also expand our understanding of expectation and variance to account for multiple
random variables. Conditional expectation follows in a straightforward way from conditional
probabilities. So, to use the previous two-die example, the expectation of the sum Z is 7:

Elz]= ) zPz=2)=7
zeZ

We can calculate the conditional expectation of the sum Z given that the first die roll is
a 6 in a similar manner:

Egx-elz]l= ) 2Pz =Z|X =6)
zeZ

Ezix=6lz] =2 P(Z=2|X=6) + 3 P(Z=3|X=6) + 12 P(Z =12|X = 6)

For any values of Z less than 7, the conditional probability is zero, and the correspond-
ing terms drop out, leaving
Ezix=6[z]=7P(Z=7|X=6)+8P(Z=8|X=6)+12 P(Z=12|X =6)
With one die known, only one outcome of the six possible can produce each sum, so
1 57
E(Zleé)[Z] =[7+8+9+10+ 11+ 12]6 = 3 =95

For systems with multiple random variables, a single variance does not sufficiently
describe dispersion. The term covariance describes variance that occurs together between ran-
dom variables, due to statistical dependence. Covariance between two variables is defined as
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cov(x,y) = Ecn [(x — Ex[¥)(y — EvIy))]

over the two variable expectation. Covariance is often written as o,,. When calculated
between a variable and itself, the covariance is equivalent to the standard variance, some-
times written as o,. A nonzero covariance indicates some interdependence between the
two variables. Two entirely independent variables should have a covariance of zero.

3.3.3 The Poisson Distribution

The Poisson distribution is used to describe phenomena that are comparatively rare. In
other words, a Poisson random variable will relatively accurately describe a phenomenon
if there are few “successes” (positive outcomes) over many trials.

The Poisson distribution has a single parameter, A. For a Poisson distribution modeling
a binomial phenomenon, A can be taken as an approximation of np.

EXERCISE 3.14

Write a MATLAB function to calculate the ~ binomial distribution with parameters n =10
probability of k successes for a Poisson distri- and p=0.01 with the equivalent Poisson
bution with parameter lambda. Compare a  distribution.

Aside from use as an approximation for the binomial distribution, the Poisson distribu-
tion has another common interpretation. For an infrequently occurring event, the parame-
ter lambda can be viewed as the mean rate, or A =nT, where n is the mean events per unit
time, and T is the number of time units. In such a case, a Poisson distribution with the
appropriate parameter A will approximate the distribution of events over time or the num-
ber of events in an interval.

Events whose occurrence follows a Poisson distribution have another interesting prop-
erty. Given a series of Poisson distributed independent random variables X, X5, X3, ...X,
and their corresponding arrival times T1,T5,Ts,...T,, we can calculate the distribution of
the corresponding inter-event intervals.

Let N(t) equal the number of events at some time ¢, where P(k = N(t)) follows a Poisson
process with parameter \. Then, the probability of the nth event occurring at

P(T, > #) = PIN(H) < k)
P(T; > t) = PIN(H) < 1)
P(Ty > ) = P(N(t) = 0)
e M Y

PN(H =0) = —;

Likewise, we can calculate a distribution for the inter-event intervals. Here, the proba-
bility of an interval between two successive events T and Ty_; being larger than some
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time ¢ is the same as the probability of exactly k — 1 events occurring within the interval 0
to Tx—1 + t. This can be expressed as follows:

P(Ty — Tx-1 >t)=P(N(Tx—1 +t)=k—1)

The probability of k — 1 events during the interval Ty, + ¢ is equivalent to the probabil-
ity of no events during the interval O to .

P(N(Ty_1 + ) =k — 1) = P(N(Tx_;) = k — )P(N(t) = 0)
P(N(Tj_1 + t) =k — 1) = P(N(t) = 0)

By definition, k — 1 events occurred during the interval 0 to Ty—;. Thus, if any events
occur during the interval Ty—; to Ty—; +¢, this would mean that the number of events in
the interval Ty—; +t would not be k — 1 but greater than k — 1.

This implies that the intervals are distributed in a “memoryless” fashion. In other words,
for an ongoing process following a Poisson distribution of events, the distribution of wait-
ing time to the next event does not change over time. Put differently, knowing when the
last event occurred does not give you any information about when to expect the next one.

The distribution of intervals that we have derived here is called the exponential distribu-
tion. This is our first example of a continuous distribution. Unlike with discrete distributions,
calculating the exact probability of a single value in a continuous distribution is not feasible,
as it is always zero. To understand why, one can use the previous example of the exponential
distribution of time intervals for a Poisson process. The probability of a specific value, say 3
seconds, would correspond to the probability of the time interval being exactly equal to 3 sec-
onds. Since this would exclude any interval even infinitesimally close to 3, this will be vanish-
ingly small regardless of the number chosen. Therefore, when working with continuous
probabilities, we compute the probability of a variable falling within a range of values.

Because of this fundamental difference, continuous distributions do not have a proba-
bility mass function like discrete distribution. Continuous distributions are defined in
terms of cumulative distribution functions. The derivation of the exponential distribution
above provides an excellent example. Above, the probability of an inter-event interval T
being greater than some value t was found to be equal to P(T; > t) =¢ . Usually, the
cumulative distribution function F is defined as the probability of a random variable being
less than a given value. Following those conventions, the cumulative distribution function
F for the exponential distribution can be defined as

PT<t)=1—e M
(This falls out of the requirement that the sum of probability be equal to one. If
P(T<t)+P(T>t)=1, then P(T <t)=1-P(T >1t).)
To determine the probability of a random variable falling within a specific range, we

can subtract ranges. For example, the probability of a random variable T falling between t;
and t, can be expressed in terms of each value alone:

Pty <T <t)=P(T <t)—P(T <H)

This holds true because the probability of the random variable T being less than t;,
includes all cases where the random variable is less than t;. So, the probability mass corre-
sponding to P(T < t;) must be subtracted out.
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This can be more clearly understood by introducing the probability density function, a

function f(x) such that the cumulative distribution function F(x) =

ity expression with a density function f(x),
the range P(a < X <b) = f: f(x)dx.

| f(x)dx. For a probabil-
the probability P(X < x) = [; f(x)dx. Likewise,

EXERCISE 3.15

Demonstrate through derivation that the
probability density function f(x) for the
exponential ~distribution is  f(x) = Ae™ M.
Remember that the cumulative density func-
tion is defined in terms of the probability
density function as F(x) = ffoo f(H)dt and the

cumulative density function for the expo-
nential function as given above. (Note:
Because the exponential distribution is only
defined for non-negative numbers, the lower
bound of the integral can be set at 0.)

Continuous distributions also have expectations like discrete distributions. Instead of
summing over all probabilities, the expectation is defined in terms of an integral over the
probability density function. For a probability density function f(x), the expectation of the

function g(x) is defined as

Eg(0)] =

fl)g(x)dx

|

With this, we can calculate the mean and variance for the exponential distribution:

E[x] = J xf(x)dx

E[x]= Jx(/\ef’\x)dx
0
E[x]= )\Jxewdx
0
1 . 1 o
E[x]=)\[—x)\e A ;e A
0
1
E[x]= |—xe ™ Xef”‘
0
1 1
E[x]=0+0+0~ = —
[x]=0+0 0)\ 3
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Var(x) = | (x—p)*f(x)dx

— 0

8

Var(x)= | (x—p)*Xe Mdx

Var(x)= | ¥®*Xe ™ + p2he™™ — 2 pue Mdx

— o0
[e¢] o0 0
Var(x) = )\szef’\" + uz)\Jeﬂ"dx - Zu)\Jxeﬂxdx
0 0 0
2 1 1 1
Var(x):A F +;_2X:?

3.3.4 Normal Distribution

The last classical distribution that we will discuss here is the normal distribution. There
are many more, some of which will be visited in later chapters for more specialized pur-
poses. Because its cumulative distribution function is not solvable analytically, the normal
distribution is usually defined in terms of its probability density function,

1 _Gp?
e 272

e p,0) =
oV2m
Here, the parameters p and o define the mean and standard deviation of the distribu-
tion. A normal distribution with p=0 and o =1 is called a standard distribution.
The cumulative distribution function of the normal distribution is the integral over all
values x:

X
1 _ew
F(x; p,0) = J . e o da
o0

The cumulative distribution function of the standard distribution is often denoted as
®(x). This cumulative distribution function is often defined in terms of another special func-
tion whose form is very similar to the integral over the probability density. This function is

commonly called the error function erf(x) = %fg e dt. So, in terms of the error function,

the cumulative distribution function of the standard distribution is ®(x) = 1 + lerf (%)

MATLAB defines both a cumulative distribution function, normedf(x, mu, sigma), and
the error function, erf(x), for the normal distribution.
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>> normcdf(0.6, 0, 1)
ans =
0.7257
>> 0.5 + 0.5%erf(0.6/2°0.5)
ans =
0.7257

The normal distribution approximates how many phenomena vary. In particular, the
normal distribution is useful in understanding error.

3.3.5 Confidence Values

The normal distribution is particularly useful because of the central limit theorem.
Given N independent, identically distributed random variables with mean x and variance
02, the central limit theorem asserts that the distribution of the mean of the random vari-
ables will converge to a normal distribution with mean x and variance ”WZ The dependency
of the variance on the number of variables (in this case, samples) is particularly important.
As we will see, this result is especially relevant to estimating distributions from samples.

EXERCISE 3.16

Here we will explore how the precision You should see a figure like
of a mean estimate varies with the sample 07
count.
>> figure 06r .
>> samples = []; 05
>> N = [1:15];
>> forn = 1:15 0.4
samples(n) = var(mean(randn(2~N(n),
100))); 0.3
end .
>> scatter(N, samples) 0.2 .
The use of randn(2AN(n), 100) here 01 .
selects 2N X 100 samples from a standard 0 L )
normal distribution. The intent is to simu- 0 5 10 15

late picking 2"N samples 100 times in order =~ FIGURE 3.6
to estimate the variance of the distribution
of the means. mean() calculates the sample
means, returning a vector of length 100, and
var() estimates the variance of the distribu-
tion of means.

How does variance vary with sample
count? How many more samples are
required to halve the variance in the esti-
mate of the mean?
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The term standard error of the mean (or just standard error) is defined as

s
N
where s is the estimate of the standard deviation and 7 is the number of samples in the
estimate.

Often, the error will be expressed as confidence intervals around the mean. A confi-
dence interval is expressed as the interval surrounding the mean within which an estimate
of the mean should fall with a certain probability (often 90% or 95%). For a 95% confidence
interval, this is approximately 1.96 times the standard error on either side of the mean
estimate.

For example, let’s assume we have a normally distributed population whose actual
mean is 25 and whose variance is 5. We can collect a sample of 10 as follows.

SE} =

>> sample = normrnd(25, sqrt(5), [1 10]);
>> mean(sample)
ans =
25.5606
>> se = std(sample)/sqrt(10);
>> se *1.96
ans =
1.4133

In this case, the 95% confidence interval around the mean estimate 25.5606 would be
24.1473 to 26.9739.

For values other than 95%, we can calculate the factor of the standard error directly
using the MATLAB function erfinv(). erfinv() calculates the inverse of the error function
discussed earlier. To determine the factor to replace the 1.96, you will need to calculate
V2erf !(p), where p is the confidence interval probability. It is important to note that this
assumes normally distributed values.

>> 2/0.5 * erfinv(0.95)
ans =

1.9600
>> 270.5 * erfinv(0.90)
ans =

1.6449

3.3.6 Significance Testing

Hand in hand with the idea of a confidence interval is significance testing. Take a known
distribution: a normal distribution with a mean of 15 and a standard deviation of 3. A sam-
ple of five values has a mean of 11. Is this sample likely to be drawn from the same popula-
tion? How about a sample of 100 values with the same mean? There is always a chance that
the sample was drawn from the distribution. The question is, with which probability?
Significance testing provides systematic methods for answering such questions.
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Returning to the original question posed about the estimated sample mean of 11, we
can describe this in a probabilistic way; in fact, we can rephrase this probabilistically in at
least two ways. First, we can ask how probable a mean of 11 or lower might be, or

P(x <11)
Secondly, we can ask how probable a mean at least as extreme as 6 might be, or
P(x — il > (15 — 11))

Classical statistics distinguishes these two refinements of our original questions as a
hypothesis test: we use the properties of the distribution to test a null hypothesis (often
written as Hp) that the five item sample is drawn from the known distribution. An
extremely low probability of such an extreme result would argue against the null hypothe-
sis or, alternatively, for rejecting the null hypothesis.

Typically, a maximum threshold for the probability is chosen, called the significance
level. Common values are 1%, 5%, and occasionally 10%. Outcomes with probabilities
below the significance level are termed statistically significant at the corresponding level,
and usually strongly argue for rejecting the null hypothesis. It is important to keep in mind
that hypothesis testing is only evidence for or against rejecting the null hypothesis. For
example, a significance level of 5% indicates that only one out of every twenty repetitions
would produce a result as extreme. If an experiment is repeated 20 times, on average, the
outcome would be statistically significant once. All that the p value gives you is the proba-
bility that such data so extreme (or more extreme) could happen by chance, assuming that
the null hypothesis is true. By this logic, if the significance level is not met, it does not mean
that the null hypothesis is true, just that we failed to reject it at this significance level.

Often, a significance level is selected prior to analysis or even the collection of data, and
a significance of 5% is especially common. The selection of a significance level requires a
tradeoff between two types of error. Choosing a less stringent significance level increases
the risk of interpreting a result as indicating that the null hypothesis should be rejected
when it’s not actually false (this is classically called a Type I error and refers to spurious
findings). Alternatively, a more stringent significance level enforces a more severe thresh-
old for the rejection of the null hypothesis, but setting too low a significance level can miss
rejection when the null hypothesis is actually false (a classical Type II error: missing differ-
ences that are really there). How one should pick the significance level depends on the rel-
ative value of the outcomes in a given practical case: how serious is it to miss real effects
versus how serious it is to claim the existence of effects that are not really there. More
than the brief treatment of Type I/II errors here is beyond the scope of this primer, and
the reader is referred to a more detailed reference for an in-depth discussion.

Significance tests can be classified as one-tailed or two-tailed hypothesis tests. The origin
of these names can be easily understood from an illustration of the expected distribution
of sample means. From the central limit theorem, as discussed in the last section, we
know that sample means from the known distribution should vary with a normal distri-
bution whose mean matches that of the underlying distribution and whose standard
deviation is o/+/N.

Figure 3.7 shows the expected PDF (remember, probability distribution function) for
sample means for samples with five elements. Shaded is the probability of the sample mean
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having a value at least as extreme as the collection value. Figure 3.8 shows the shaded por-
tion of the PDF in greater detail. (Noting that P(|x — p| > (15— 11)) = P(x > 19) + P(x < 11)
may help in understanding Figure 3.8.)

Figure 3.9 shows the same PDF with the probability of the sample mean being less than
11 shaded. In this case, the shaded probability covers only one of the two ends of the PDF.
This is a one-tailed test. Likewise, the previous case covering both tails of the PDF is called
a two-tailed test.

Using significance testing correctly requires determining whether the question at hand
involves a one-tailed or two-tailed test. Here we are interested in ascertaining whether
the measured sample comes from the known distribution. Understanding the extreme
nature of the sample mean is what we're interested in, so a two-tailed test is most
appropriate.

Since the sample mean should be distributed according to a known normal distribution,
we can calculate the two-tailed probability using the MATLAB function normcdf. Recall
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